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Abstract.1  Throughout the ages, magicians, scientists and 
charlatans have created life-like artifacts purported, in some cases, 
to be intelligent. In their day, these artifacts were remarkable, but 
the question arises as to whether they could really think. In one 
famous case, the Chess Player, the intelligence was literally a little 
person, hidden inside the machine, doing the intelligent work. 
Analogously, throughout the history of philosophy, and cognition, 
there have been theories to explain intelligence in humans, how it 
works, whether it can be replicated or imitated with various 
artifacts, and how we then evaluate our progress towards achieving 
intelligence with such artifacts once created? A philosophical 
problem with many such theories is that they amount to what is 
called a homunculus argument – the account, upon close scrutiny 
reveals a “little one” (homunculus) somewhere in the mind that is 
responsible for thinking, thereby regressing the problem a step, 
rather than answering it. For most of the computing era, the 
Imitation Game put forward by Alan Turing has been considered 
the gold standard for deciding intelligence, though recently Hector 
Levesque has pointedly argued that the time has come to abandon 
Turing’s test for a better one of his own design, which he describes 
in a series of acclaimed papers. In particular, we argue that 
Levesque, who has cleverly found the ‘homunculus’ in the 
arguments of others, has essentially regressed the problem of 
intelligence to a  homunculus in his own system. 

1 INTRODUCTION 
 
In 18th century Europe, many people were fascinated by the living 
anatomies created by Jacques de Vaucanson. His first creation was 
a life-sized flute player that played 12 songs on a real transverse 
flute, a challenging task for any human, without significant practice 
and training. The French Academy of Science took it seriously and 
concluded that: this machine was extremely ingenious; that the 
creator must have employed simple and new means, both to give 
the necessary movements to the fingers of this figure and to modify 
the wind that enters the flute by increasing or diminishing the 
speed according to the different sounds, by varying the position of 
the lips, by moving a valve which gives the functions of a tongue, 
and, at last, by imitating with art all that the human being is 
obliged to do.  [history-computer.com, 2016] 
     Another automaton played 20 different tunes on a flute and – 
with the other hand – the tambourine and, apparently, played them 
well. But most marvelous of all was The Digesting Duck. The 
duck, which had more than 400 moving parts (perhaps over 400 in 
each wing – opinions differ) could flap its wings, drink, eat, digest 
grain, and defecate, all in a remarkably realistic manner.  
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     All its movements, external and internal, were copied from 
nature. There were, of course, limits to what could be achieved: “I 
do not claim that this digestion is a perfect digestion, able to make 
blood and nourishing particles to nurture the animal; to reproach 
me for this, I think, would show bad grace.” Nonetheless, 
“attentive people will understand the difficulty to make my 
automaton perform so many different movements.” None of these 
automata would have been mistaken by humans for real, live 
entities, human or avian, and that was never the intent: they were 
truly remarkable mechanical imitations of life. 
      Another notable automaton – though for rather different 
reasons – was Maelzel’s Chess-Machine, created by Baron von 
Kempelen and improved by Johann Nepomuk Maelzel [3]. Unlike 
Vaucanson, Maelzel made fantastic claims for his automaton: he 
claimed that it could actually play chess. And indeed it did play a 
strong game of chess, beating – among others – Benjamin Franklin 
– but was eventually exposed as a hoax by Edgar Allen Poe, who 
was certain that no mere machine could have the intelligence 
necessary to play chess. Although mechanically ingenious as 
regards how it moved the pieces, the artifact contained a concealed 
human chess player that actually decided the moves. Inside the 
mechanism, there was a homunculus!  
     Why tell this curious tale? Creation of artificial intelligence has 
been one of humanity’s long-standing dreams, and many believe it 
to be within the realm of possibility – so much so, that many have 
been willing to believe the hoaxes perpetuated by the likes of 
Maelzel for some time. In more modern times, the homunculus 
slips in benignly, or unintentionally. That is, theories arise in 
philosophy and cognition, and it takes some scrutiny to determine 
or detect the presence of a homunculus. For instance, a theory of 
human vision might note that the human eye works much like a 
camera, with the lens projecting an upside-down image of the 
world on the retina, which some internal mechanism in the brain 
can trivially watch and interpret. This example is simple, but the 
“internal mechanism” is a homunculus that has solved the problem 
we proposed to explain. (This is an oversimplified presentation of 
the Cartesian Theatre [3].) Sometimes homunculus arguments are 
similar to regression arguments. 
     In a series of articles, several authors, notably Hector Levesque, 
revisit key foundational questions in artificial intelligence. 
Levesque, although he does not use the term homunculus, 
brilliantly uncovers one [7] in the celebrated Chinese Room 
thought experiment of John Searle. (We disagree somewhat with 
his explanation, but more on that later. His ‘reveal’ is nonetheless 
astonishing.) 
      Here’s the rub. In other papers [8,9], Levesque goes on to 
explore foundational questions in Artificial Intelligence – whether 
behavior is sufficient or necessary and at one point  asks whether 
the Turing Test is obsolete and should be replaced by something 



else, and poses a very clever constructive alternative. His claim 
was startling enough to make the New Yorker, a significant 
achievement. However, we argue that that, one, Levesque’s new 
test also uses (inadvertently) a homunculus argument (although it 
was very hard to find), and two, that the Turing test is of a 
fundamentally different character than many of the other landmark 
tests that have come and gone in AI. In fact, in light of the special 
theme of this conference on AI and Human Values, we make the 
strong claim that Turing’s test transcends formal science, whereas 
most of the other artificial intelligence tests are benchmarks or 
milestones. Other kinds of judgments also transcend [or something 
like that?] also transcends science, and so these considerations 
intersect with this central theme of human values. 
      The following elaborates these points. 

2 INTRODUCTION 

2.1 The paradox of mechanical reason 
John Haugeland [4], in his entertaining textbook, discusses what he 
describes as “The Paradox of Mechanical Reason.” (We chose this 
reference because it is an accessible to both computer scientists and 
philosophers.) The paradox of mechanical reason is associated with 
the ‘computational model’ of reason as “the manipulation of 
meaningful symbols according to rational rules (in an integrated 
system)”. (In the heyday of knowledge representation, this was 
sometimes called the physical symbol system hypothesis [11].)  
      The puzzle is this: if the manipulator of the symbols pays 
attention to their meaning, can it be entirely mechanical? After all, 
it somehow “knows” what the symbols mean. But if it doesn’t pay 
attention to meanings, can it truly reason? To put it in a 
computational setting, imagine a machine generating sentences by 
putting symbols together. If the machine pays no attention to the 
meaning, won’t most of the output be rubbish, and won’t any 
sensible prose be the results of chance? Or – if the sentences are 
quite engaging, must it be that there is something more than a 
machine producing them? Hence the paradox: “if a process or 
system is mechanical, it can’t reason; if it reasons, it can’t be 
mechanical.”  
      Note how we have hedged our language. We don’t at this time 
wish to altogether rule out the possibility of building a successful 
mechanical reasoner. Perhaps we, at this point in time, are 
insufficiently skilled to see our way through to the solution, but 
one day someone may find that it is possible to build a mechanical 
reasoner with a handy built-in symbol manipulator that does a 
terrific job. Now the question arises: how does this built-in symbol 
manipulator work?  
      The argument regresses. Either the manipulator pays attention 
to the meaning of the symbols, or it does not. If the manipulator 
pays attention to ‘meaning’, how does it do what it does? And, to 
the contrary, if it doesn’t, how does it accomplish what it does? 
Now we must explain the workings of the manipulator. It’s a 
homunculus – a hidden version of what we are purporting to study 
tucked in, usually unnoticed. Since we are “explaining intelligence 
by presupposing it” - an endless regress of explanatory homunculi 
seems unavoidable.  
      Haugeland argues that we are not stuck with an infinite regress 
if the manipulator-homunculus can be recursively decomposed into 
progressively smaller and ‘dimmer’ homunculi until “the last have 
no intelligence at all.” But, to the best of our knowledge, this 

strategy has not resulted in any notable successes, though one 
might argue it bears some resemblance to neural nets and/or deep 
learning (which have yet to pass the Turing Test). Nor have we 
found a result that handles just the very last step – taking the 
dimmest of the homunculi and powering them by unintelligent 
machines. 
      We return to Haugeland’s treatment of the paradox. Here, his 
‘fundamental strategy’ is redescription or interpretation, which is 
“redescription grounded in the coherence of a text. (Truth is part of 
this, but not the whole.) The two sides of the paradox, according to 
Haugeland, represent “two different modes of description. From 
one point of view, the inner players are mere automatic formal 
systems, manipulating certain tokens in a manner that accords with 
certain rules, all quite mechanically. But from another point of 
view, those very same players manipulate those very same tokens – 
now interpreted as symbols – in a manner that accords quite 
reasonably with what they mean.”  
      This still leaves us with what Haugeland calls the mystery of 
original meaning. Haugeland accepts that there is a difference 
between what he calls original meaning that is ‘already there’ in 
what is interpreted and derivative meaning that derives (only) from 
interpretation. “The questions remain: Which symbolic systems 
have their meanings originally (non-derivatively) and why?” 
      He suggests that the answer may have something to do with 
what he calls semantic activity. Semantically active symbols 
“interact and change” in ways that are “semantically appropriate”. 
They are active in ways that make sense. Nonetheless, the matter is 
complicated. A calculator is semantically active but ‘in some 
intuitively compelling sense, it “has no idea” what numbers are’. 
(But see below; Levesque may disagree.) On the other hand, when 
it comes to exceedingly sophisticated robots, possessing ‘mobile 
and versatile bodies’ and ‘capable (to all appearances anyway) of 
the full range of “human” communication, problem solving, 
artistry, heroism, and what have you’, if such things ever exist, 
“then by all means, they can have original meaning.”  
      Let’s rephrase this discussion of semantics in the language 
commonly used in the Knowledge Representation community, 
especially the logicist group.   
      First, let us begin with a set of formal marks – a straightforward 
language of characters and symbols. These can be alphanumeric 
characters and numerals, as well as marks interpreted as logical or 
relational operators, and so on. Of course, the best example of this 
is natural language, but AIers, especially those in the Knowledge 
Representation community, have hoped for something where the 
core symbols are more rigidly defined, and vagueness and 
imprecision are incorporated by adding rather precise formalisms 
such as error bounds and probabilities that allow the expression of 
uncertainty though they quantify the amount and nature of the 
certainty quite exactly.  
      Suppose also, that on the mechanical side, we develop a 
syntactic machine that can manipulate these symbols according to a 
set of fixed rules that pays no attention to their meaning. And 
suppose finally we are quite good at tuning this machine so that it 
gives us the kinds of answers we want. (In fact, by looking at the 
work in logic programming and automated theorem proving, it 
seems we actually are quite good at this.) 
      On the reasoning side, we develop a semantics (set of 
meanings) for the formal marks, that is, a mapping from the formal 
marks into objects and relationships in real or artificial worlds 
about which we wish to reason, that tells us humans how to 
interpret the formal marks, and how to interpret new combinations 



of the formal marks that might arise, and furthermore, this process 
of interpretation of the formal marks never, ever yields an untruth, 
once the meanings are defined.   
      Because we are so clever at tuning the syntactic machine to 
give us the answers we want, suppose we get to a point where we 
develop an actual meta-proof that shows that the semantical side is 
exactly equivalent to the syntactical side, in this sense: for every 
truth produced via the semantical rules, there is a way to derive the 
same sentence on the syntactical machine, and vice-versa. The 
formal characterization of this is that our language of formal marks 
is sound and complete. Moreover, what we have presented as a 
kind of thought experiment actually exists: the first order predicate 
calculus has this property; it has a formal semantics and a simple 
syntax (including rules of proof), such that anything true vis-à-vis 
the semantics, can also be can be derived by the machine, which 
knows not what it says. And whenever a machine derives a 
sentence of symbols, it is true in the semantical sense. 
      Thus spake Tarski: “Snow is white if ‘snow is white’.” The 
machine can derive anything that is true in the real world, and 
anything the machine derives is true in the real world. This, surely, 
was a revolutionary advance for the possibilities of mechanical 
reason! It certainly was true in mathematics, and this belief was 
widely held in the early days of “logic-based AI”, and even revived 
somewhat because of the computational efficiency and simplicity 
of the resolution rule. 
      We return to this paradox shortly. We first need to give an 
example of a homunculus argument, so we use Levesque’s critique 
of Searle.  

2.2 Searle’s Chinese Room 
Searle’s Chinese Room [12] offers a different take on the paradox 
of mechanical reasoning. Searle wants to create a divide between 
outward behavior and true intelligence – whatever that means. 
“Imagine,” he says, “a native English speaker who knows no 
Chinese locked in a room full of boxes of Chinese symbols (a data 
base) together with a book of instructions for manipulating the 
symbols (the program).” People outside the room pass in questions 
to the English speaker, who mechanically (!) consults his 
instruction book, retrieves certain answer symbols from the boxes, 
and returns them to the asker. 
      Suppose further that the asker is pretty happy with the answers. 
The question asked when Searle’s puzzle is discussed, especially in 
AI circles, is “Is the behavior of the English speaker intelligent?”  
      Responses to this question can be divided into two major 
camps. The first camp argues that his or her behavior is intelligent. 
If we can build the computational equivalent of Searle’s Chinese 
Room to solve other real world problems, generally getting good 
answers, what do we care whether it understands what it is doing? 
We have a system that appears, for all intents and purposes, to be 
intelligent, and we can trust its answers. This seems obvious. 
      The second camp argues that the English speaker’s behavior is 
not intelligent, because the English speaker has no idea as to what 
is being discussed, even if he or she is a fully capable human. This 
also seems obvious. 
      From the point of view of constructing intelligent computers, 
both answers have some merit. The first camp puts pragmatics 
first; the second camp wishes to bring a deeper notion of 
understanding into the argument. 

      The question can also be asked in a different way. “Is the 
behavior of the system intelligent?” Putting the question this way, 
the system includes the English speaker, the Chinese Room full of 
boxes, and the instruction manual. 
      This question is much tougher. The English speaker is reduced 
to a cog in a more complex system – it has been reduced to one of 
Haugeland’s dimmest (or even most mechanical) homunculi, but 
the whole seems to be greater than the sum of the parts, which 
includes the all-important instruction manual.  
      Thirty years later, Searle [13] restated the point of the 
argument: “Computation is defined purely formally or 
syntactically, whereas minds have actual mental or semantic 
contents, and we cannot get from syntactical to the semantic just by 
having the syntactical operations and nothing else.” In other words, 
“no”. Searle’s view is that neither the person nor the system is 
intelligent, because however clever the answers of the system are, 
the system does not understand what it is doing. 
      We do not intend to discuss the many responses to Searle’s 
argument or even the question of its validity, because we believe, 
as Levesque [7] baldly states, there is no such instruction book – 
and the question as posed is moot.  
      Levesque writes that “Searle exploits the fact that we do not yet 
have a clear picture of what a real book for Chinese would have to 
be like.” Why? Because such a book would have to have an answer 
for every possible question asked in every possible context.  
      In other words, the instruction book is a homunculus!  
      For Searle’s Chinese Room to function as described, someone 
would have had already solved the problem of mechanical reason 
perfectly and incorporated it into the instruction book, whether this 
takes the form of paper, a hard drive, a computer, a database, or a 
distributed system. 
      This homunculus argument is a little different from the 
Cartesian Theatre. Searle doesn’t use the homunculus to explain a 
phenomenon, but its presence in the story renders the argument 
somewhat moot: If we choose to agree that the instruction manual 
exists, Searle’s argument can stand, but if we believe it cannot exist 
without solving the AI problem, then there is not much point to 
continuing the discussion. 
      Now – at this point, we diverge significantly from Levesque, 
who takes a different tack. After saying he wishes to argue there 
are no such instruction books for Chinese, Levesque states that 
proving such a point will be a challenge. “All we can do is wave 
our hands.” He points out the variety and complexity of the 
interpretations of the Chinese Room Problem. Instead, Levesque 
uses an analogous argument, which he calls the Summation Room.   
      The Summation Room, as we might expect, contains a person 
with no understanding of addition. The input to the analogical 
“English speaker” is a list of numbers, and the output is the sum of 
these numbers. The instruction manual contains the answers to all 
possible sums. (Levesque restricts the size of the numbers so that 
the book is finite.) Levesque argues that such a book, one that 
would enable a person to produce the correct answer to an addition 
question without actually performing addition, cannot exist, 
because the new instruction manual would have to be bigger than 
the known universe. (We are omitting some details for reasons of 
space; however, we remark that we don’t have a problem with a 
book in a thought experiment being larger than the known 
universe.) 
      Levesque then gives an alternate argument. He suggests that it 
would be possible to create another kind of instruction manual, one 
that defines a correct algorithm for addition. We agree that such a 



book would be easy to create and would be of a modest size, and 
that a reasonably intelligent human would be able to follow the 
instructions. 
      However, he contends, someone using such a book “actually 
learns addition, and not merely a simulation of addition that 
happens to produce the right external behavior.” (Our emphasis.) 
      Because we argue that the real problem is that Searle’s 
description included a homunculus in the form of an instruction 
book, we believe that Levesque’s rejoinder misses the point. His 
first Summation Room might be too big to build in our present 
universe, but given a somewhat bigger one, would produce the 
desired behavior without necessarily understanding the addition. 
Where we disagree is with the claim, in his second example, that 
someone following his algorithm for addition (manipulating formal 
marks to produce something that looks like a sum) would 
necessarily understand addition. We no more believe this than we 
believe, for example, that an electronic calculator understands 
addition. (McCarthy [10] talks of thermostats having beliefs, albeit 
with a limited range of ideas, but in a way very different from the 
present discussion.) 
      Thus, although Levesque’s observation that there is no such 
book is an astonishing insight, we believe that the problem has a 
different character than Levesque’s argument – which makes no 
mention of a homunculus – would suggest. 

2.3 Mechanical reason, revisited 
As mentioned earlier, the first order predicate calculus was 
believed to be a resolution of the paradox of mechanical reason. 
‘Snow is white’ is a syntactic conclusion of a mechanical reasoner 
if and only if “Snow is white” in the real world described by the 
semantic interpretation of the symbols. Physical symbol systems 
abounded during different periods of AI’s evolution – scripts, 
frames, expert systems, rule-based systems – but the soundness and 
completeness of the first order predicate calculus gave logicians 
(sometimes referred to as the “logic mafia”) a firm foothold in the 
AI mainstream.  
      We remark at this juncture that the soundness of and 
completeness of logic as an answer to the paradox of mechanical 
reason also introduces a homunculus into the picture. The 
homunculus enters when we claim there is a perfect, or even a near 
perfect, assignation of semantics, specifically the meaning of 
symbols in the real world, and the relationships among them.  
      Just as there can be no such instruction book in Searle’s room, 
there can be no such map in formal logic, at least at least where 
pragmatic or even mundane real-world domains are concerned. 
      Certainly, it is possible to make certain maps, some of which 
are impressive. We can assign semantics from formal marks to 
concepts such as numbers and objects and sets, and slowly, but 
surely, build up all of arithmetic, probability theory, geometry, the 
real numbers, physics, gravity, times, and so on. The peculiar 
reality is that it is nonetheless hard to get into the subtleties and 
nuances that simple natural language utterances can carry, not to 
mention the interpretations imposed by the contextual conditions in 
which the language is used. 

3 THE TURING TEST 
Turing, a forerunner both in theories of computing and artificial 
intelligence wrote a perspicacious paper in Mind [13]. Although 

the computers of his era were toys by modern standards, Turing 
foresaw their potential.  

To explain the digital computer, a brand-new device, Turing 
described a formalism that came to be known as a Turing machine, 
which consisted of a read-write head that moves to the right or the 
left along a one-way infinite tape, and reads, writes or erases zeros, 
ones, and blanks. A large literature agrees that this Turing machine 
is, qualitatively, “the best machine in town.” It is a straightforward 
undergraduate exercise to show that extending the Turing machine 
by making the tape two-way infinite, or planar, adding multiple 
tapes, creating a random seek head, or adding nondeterminism, 
may increase the efficiency of the Turing machine, but these 
enhancements do not extend what can be computed. A variety of 
computing formalisms have come and gone – Markov Algorithms, 
RAMS – but all have been proven to be equivalent to Turing 
machines and also do not extend what can be computed. 
     To any reader of Turing’s paper on this subject, it should be 
clear that the Turing machine itself has no concept of “addition”, 
although it should also be clear that with a little work, one could 
write a set of rules for a Turing machine that would simulate 
addition. This may not be recognized as addition by a layperson, 
but it would be easy enough to create a mapping between the 
inputs and outputs that would be sound and complete with respect 
to addition. (We refer the interested reader who wishes to take the 
time to investigate how addition is implemented on a Turing 
Machine to go back to Levesque’s discussion of the Summation 
Room that uses a book that describes the addition algorithm, and 
consider whether an understanding of the corresponding Turing 
Machine means one understands addition, or whether the Turing 
Machine itself does.)  
      That aside, Turing was interested in the idea of machine 
intelligence, and proposed the Imitation Game as a way of testing 
intelligence without actually defining intelligence – a brilliant 
finesse of homunculus problems. 

3.1 The Gender Game 
Turing’s first description [14] of the Imitation Game involves a 
man, a woman, and an interrogator, who is in another room, and 
who must determine on the basis of text-based conversation which 
player is the man and which is the woman.  
      Some writers [5], call the Gender Game a ‘red herring’, but 
others [e.g., 2] see it as key to the argument. We agree with the 
latter view, because we believe the Gender Game suggests that the 
Turing Test intends to test a kind of intelligence that goes well 
beyond what might be produced by mechanical means. 
      Turing uses words along the lines of pretence and imitation, 
but, in light of Levesque’s arguments against the test, we offer the 
word impersonate – a human player must convincingly inhabit the 
gender of another person to a judge’s satisfaction, and furthermore, 
this illusion must be sustained for a reasonable length of time. We 
assume that there is no disagreement that sustaining such a 
convincing performance would require intelligence – whatever we 
believe that to be. 

3.2 The “Standard” Imitation Game 
Turing then asks, “What will happen when a machine takes the part 
of [the man] …?’ Will the interrogator decide wrongly as often 



when the game is played like this as he does when the game is 
played between a man and a woman?” 
      To put it into our terminology, will it be possible for a machine 
to impersonate a human – that is, convincingly inhabit the being of 
a person, to a judge’s satisfaction, and to sustain the illusion for a 
reasonable length of time? 
      Turing foresaw that this was a difficult problem. In the original 
paper, he stated, “I believe that in about fifty years' time it will be 
possible to programme computers … to make them play the 
imitation game so well that an average interrogator will not have 
more than 70 percent chance of making the right identification 
after five minutes of questioning”. It is less well known that in a 
1952 radio broadcast [15], he says, in response to a question from 
Max Newman, that it will be “at least 100 years” before a machine 
will, in Newman’s words, “stand any chance with no questions 
barred”. This is a significant revision and only underscores his 
insight into mechanical and human intelligence in an era when 
these concepts were barely understood. 
      Turing died only two years later. There are no further academic 
publications from him on this subject, and there appears to be no 
other historical record of him commenting, publicly, or privately, 
about this question again.  
      However, given the history of AI, and some of the other 
predictions made during its history, it should be added that 
Turing’s predictions were both remarkably conservative and 
remarkably prescient. The Turing Test has remained a cornerstone 
of artificial intelligence. 
 

4 LEVESQUE’S CRITIQUE OF TURING 
Around the centenary of Turing’s birth, Levesque made a strong 
case that the Turing Test was out of date. This was reported in the 
mainstream media at a time when The Imitation Game, a 
fictionalized biography of Turing’s later life, was a popular film. 
      According to Levesque [8,9], the Turing Test “has a serious 
problem: it relies too much on deception”. Levesque uses a good 
deal of loaded language. To wit: “a computer program passes the 
test iff it can fool an interrogator into thinking she is dealing with a 
person not a computer.” A program “will either have to be evasive 
… or manufacture some sort of false identity (and be prepared to 
lie convincingly).” “All other things being equal,” says Levesque, 
“we should much prefer a test that did not depend on chicanery of 
this sort”. “Is intelligence just a bag of tricks?” he asks. And so on. 
      We detect a whiff of moral disapproval. 
      The Turing Test undoubtedly involves deception, which we 
prefer to call impersonation, for the same reason it involves 
communication by text. Turing [15] explains: “The new problem 
has the advantage of drawing a fairly sharp line between the 
physical and the intellectual capacities of a man.” It’s the 
intellectual that interests us. “We do not wish to penalise the 
machine for its inability to shine in beauty competitions … The 
conditions of our game make these disabilities irrelevant”. 
      Similarly, questions that amount to asking whether a computer 
possesses physical attributes of humanness cannot be answered 
truthfully. If asked, “which tastes better: dark chocolate or milk 
chocolate?” a computer must give an answer consistent with an 
ability to taste. Anything else amounts to replying, “yes” to “are 
you a machine?”  

4.1 The Loebner Competition 
Levesque’s discussion of this “serious problem” [8,9] focuses on 
the kind of tactics seen in the Loebner competition, which is 
sometimes understood to be an initial attempt at conducting the 
[14] Turing Test. The Loebner chatterbots, he says, “rely heavily 
on wordplay, jokes, quotations, asides, emotional outbursts, points 
of order, and so on. Everything, it would appear, except clear and 
direct answers to questions!” 
      We don’t disagree that the Loebner chatterbots currently do not 
meet the vision of Turing, nor do we feel they satisfy the visions of 
serious researchers in Artificial Intelligence. Their tactics simply 
reflect the fact that, in the current state of the technology, the 
chatterbots are unable to sustain the illusion of humanity for 
terribly long. We are not alone: the scientific community has not 
accepted the winner of any Loebner Competition as having passed 
the Turing test. 
      Indeed, if this level of discourse were sufficient to pass the 
Turing Test, Eliza would have been deemed to have succeeded 
some decades ago.  
      To combat this “chicanery”, Levesque proposes an alternative 
to both the Loebner Competition and the Turing Test, that avoids 
the tomfoolery he attributes to the Loebner. Although the design of 
his test is carefully thought out, our concern is that it, at the same 
time, cuts the heart out of the Turing Test.  

5 LEVESQUE’S PROPOSED 
ALTERNATIVE 

Levesque’s proposed alternative to the Turing Test, the Winograd 
Schema Challenge (WSC), is a constructive one. The WSC is a 
highly streamlined and uniform multiple-choice exam that allows 
for a simple scoring mechanism.  
      Each question is an anaphoric disambiguation test [8] 
characterised by the inclusion of a special word that, when 
replaced by an alternate, flips the answer. In the example below, 
the special word is italicized and its alternate appears, likewise 
italicized, in parentheses:  
 
Question: The trophy would not fit in the brown suitcase because it 
was too big (small). What was too big (small)?  
    Answer 0: the trophy  
    Answer 1: the suitcase. 
 
    A WSC would consist of many problems similar to this, which 
could be answered on the equivalent of bubble answer sheets and 
marked lickety-split by machines. We concede that the examples 
provided by Levesque and Winograd are cunning, and that they 
appear to require real-world knowledge and reasoning to answer 
correctly. 
     But therein lurk the homunculi, and they are very difficult to 
spot. We begin by defining what we call the Watson Effect.  

5.1 The Watson Effect 
Earlier, we added the words “sustain” and “for a reasonable time” 
to take into account what we call the Watson effect. Readers may 
recall that IBM built a program called Watson, which was designed 
to play the TV game Jeopardy. (For those unfamiliar with this 
television program, it is a trivia game where contestants are given 



“answers” as “clues” in some category and they must reply with 
the question to which the clue is an answer. For example, a “clue” 
in the category Shakespeare might be “He called these a pair of 
star-crossed lovers”, to which the correct reply is “Who are Romeo 
and Juliet?” 
      In the televised competition between Watson and two human 
Jeopardy champions, Watson’s performance was almost 
enchanting until it was given, in the category U.S. Cities, the clue: 
"Its largest airport is named for a World War II hero, its second 
largest for a World War II battle," Watson answered “Toronto”. 
      To the North American audience, this was a hysterical blooper, 
as most of those viewers knew Toronto to be one of the largest 
cities in Canada, not the United States. However, to be fair to 
Watson, there are several explanations for this gaffe. Many people 
think of America as comprising all of North and South America. 
Alternately, because the Toronto Blue Jays baseball team is part of 
the American League, it may have tripped up. Finally, it turns out 
that 22 aircraft are based at the Eddie Dew Memorial Airpark 
located near Toronto, Ohio, USA, the second-largest city in 
Jefferson County. And so on. But we believe that for most people, 
Watson’s magic ended then, even though Watson went on to 
significantly defeat both human jeopardy champions. The same is 
true of voice recognition functions and almost all varieties of auto-
correct: there is a period for which they amaze, a point at which 
they goof, and, for some, a point at which they annoy. 
      In the case of Watson, this lone error was sufficient to dispel 
the illusion of true intelligence. Watson certainly didn’t lose the 
game – it won by a landslide. But in the judgment of the TV-
watching jury, Watson had failed.  
      For this reason, we have added to our rephrasing of the 
definition of the Turing Test, that the machine must sustain the 
illusion of human intelligence for a reasonable length of time. 

5.2 The WSC Homunculi 
We believe there may be more than one homunculus in the WSC as 
we understand it, but they seem to be chimeric. The most obvious 
homunculus is in the scoring mechanism, which we will deal with 
here. Levesque writes that “a random WS test can be constructed, 
administered, and graded in a fully automated way. An expert 
judge is not required to interpret the results.” 
      For one thing, we don’t believe Turing’s test required an expert 
judge. It required an ordinary person with no particular expertise in 
computers as a judge, a group of such persons, as a jury. 
      More critically, Levesque’s “fully automated grading 
mechanism” merely gives a grade, and cannot really decide 
intelligence the way Turing’s judge or jury would. It is therefore 
vulnerable to the Watson effect – a single error may ruin the 
illusion of intelligence, even though the machine scores well in the 
test. 
      Levesque himself observes at least two opposing pitfalls in the 
design of Winograd Schemas. The first are schemas that are too 
obvious. He gives the following example: 
 
Question: The women stopped taking the pills because they were 
pregnant (carcinogenic). Which individuals were pregnant 
(carcinogenic)? 
 Answer 0: The women. 
 Answer 1: The pills. 

      Levesque points out that there is a straightforward mechanism 
in anaphor resolution for sorting this out (selectional restrictions) 
because, barring far-fetched readings, only women can get 
pregnant and only pills can be carcinogenic. 
 
      The following illustrates the second pitfall: 
 
Question: Frank was jealous (pleased) when Bill said that he was 
the winner of the competition. Who was the winner? 
 Answer 1: Frank 

Answer 2: Bill 
 
      There are two possible interpretations of this question. If Frank 
and Bill are rivals, Frank would be jealous if Bill announced that 
Bill won the competition. If they were friends, it would be a 
different story. It is situations like this that make it impossible to 
write the instruction book for the Chinese room, and that make the 
Turing Test a meaningful challenge. The machine must be aware of 
all possible contexts, and in the case of the Turing Test, must have 
some smart way of disambiguating them – asking questions that 
clarify the context. In the case of the Chinese room, this would 
have been included in the instruction manual. In the case of the 
Turing Test, the machine would have to have the presence to ask a 
little about Frank and Bill to understand better why one might feel 
one way or another. But from what appears here, there is no clear 
correct answer. 
      In another side remark, Levesque proposes that the questions 
be designed so that an untrained subject (he suggests “your Aunt 
Edna”) could answer them all. This is a peculiar suggestion that we 
believe implies the existence of another homunculus in the 
argument. Is there really a universal Aunt Edna that all competitors 
will think like? 
      These examples, like many examples in the good old days of 
automated commonsense reasoning, look simple enough at first 
glance. But there is no clear line in the sand that divides the 
questions into those for which there is a dead easy answer, those 
which “your Aunt Edna” would find easy to answer, those which 
are sufficiently ambiguous to admit several plausible answers, and 
questions based on knowledge too narrow to expect anyone to 
know the answer to. But who decides which questions form part of 
the test? Aunt Edna? No matter how well this is done, some 
questions will, not by fault of the designers, fall into one or more of 
these categories. And how does the grading mechanism take into 
account the normal ambiguity of language in a way that measures 
the intelligence of the software and not just a raw score? 
      No matter how hard we try, questions will sneak into the test 
that reflect certain biases the “Aunt Ednas” being used to calibrate 
the test will introduce.  
      For Levesque’s grading mechanism to measure intelligence and 
replace the Turing Test, it must be capable of a kind of discernment 
that itself requires intelligence; to paraphrase Haugeland, we have 
presupposed the very intelligence we have proposed to test. 
      It is also possible for questions to be designed poorly. Perhaps, 
in the case of Watson, the question about American airports was 
such a poorly designed question. The history of human intelligence 
testing abounds with outrageous examples of poorly designed 
questions that, in some instances, pigeonholed unfortunate groups 
of people as lacking in intelligence and others as preternaturally 
intelligent. We cannot presuppose that this kind of mistake will not 
be made again. 



      This means that the exam along with the grading mechanism 
have a chimeric relationship. We might throw Aunt Edna into the 
mix, but we leave this discussion for future work. 
      This is not to say that the idea of Winograd Schemas are not 
ingenious or that the idea of a WSC is not excellent, or that nothing 
valuable is measured by Levesque’s fully automated grading 
system. What is necessary going forward is that we distinguish 
benchmarks from the judgment of intelligence. 
 

6 BENCHMARKS VERSUS 
INTELLIGENCE 

Over the years, various tasks (usually games) have been proposed 
as benchmarks for measuring machine intelligence: tic-tac-toe, 
sliding tile puzzles, chess, checkers, Jeopardy, Go, the Turing Test, 
the Loebner Competition, and now the Winograd Schema 
Challenge. 
      As recently as the 1990s, a brute force tic-tac-toe game 
implemented in Prolog ran out of stack space in the computers of 
that era. At that time, tic-tac-toe, along with sliding tile puzzles 
(aka 16-puzzles) formed a considerable part of the introductory AI 
curriculum.  

Of course, those days are long gone. There is probably little 
need to optimize search algorithms for a tic-tac-toe 
implementation. These, and also other far more complex games 
have fallen, one-by-one, to techniques largely based on massive 
knowledge bases and brute force searches and sophisticated 
statistical strategies.  

The difference between a benchmark and the Turing Test is 
that the former has a measurable performance in the formal 
scientific sense, whereas the latter transcends science – the 
machine must be perceived to “walk among us” in ways that resist 
quantification. 

Where does this leave the WSC? Does it replace the Turing Test, 
or is it another benchmark? 

The critical issue is scoring. If the WSC is to replace the Turing 
Test, the scoring mechanism must replace the human judge and 
decide which participants are playing intelligently, and which are 
not. If it just provides a score, it is a benchmark. 

Lastly, we remark that the Loebner competition is neither – it is a 
competition. The best effort wins the day, but doesn’t necessarily 
pass the test. 

 

7 HUMAN VALUES AND JUDGING 
INTELLIGENCE 

In one variation of the Imitation Game, Turing proposed judgment 
by a jury. This is apt because it links the idea of human values in 
artificial intelligence to the idea of human values in justice. 
      A Google search using the query ‘justice vs law’ yields some 
seventy million hits. For the present discussion, it seems reasonable 
to say that justice is a philosophical and/or moral concept with no 
agreed-upon universal definition, whereas the law is a set of rules 
(presumably) written by in-house government lawyers, and voted 
(agreed) upon by legislative bodies. Despite all efforts, significant 
disagreements arise about the interpretation of legislation amongst 
ordinary people, their lawyers, and many levels of courts.  
       

      As well, human values might change over time after the 
passage of a law. How this happens stretches our expertise, but it is 
interesting to consider the role juries play in this process. 
      The jury system is an ancient human innovation [1]. Some 
scholars date the origin of the modern jury to 1066, but some 
writers suggest that modern trial by jury would be “unnecessary 
and burdensome in a primitive state of society, when the family or 
clan was the social/political units, and laws were few and readily 
understood.”  
      Interestingly, there are at least two explanations of why juries 
exist [1]. Some say that juries of peers were introduced to temper 
the decisions of judges, in the same way the introduction of the 
House of Commons tempered decisions of the House of Lords.  
      The other theory, and the one that Burns argues should be 
central, might be characterized as saying that the idea of justice 
ultimately resides in the minds of humans. This gives juries the 
right to make decisions that are completely novel, and it also gives 
juries the right to make decisions that shift as community standards 
shift. 
      The jury system, like the Turing Test, has been subject to a 
variety of criticisms, many of them devastating. Yet in spite of our 
awareness of imperfections and abuses, most observers would not 
want to replace something of such value unless and until its fatal 
defects and the superiority of the proposed alternative were 
convincingly demonstrated. 
      Similarly, we view the evaluation of intelligence much as we 
view the evaluation of justice. Both concepts are difficult to define 
formally – because both transcend ordinary metrics – but are 
understood and judged by humans in a way that depends on many 
factors, including context.  

Thus, a philosophical phase transition might be said to occur 
when we move from benchmarks to human judgment. Benchmarks 
in artificial intelligence, such as winning a tournament, are by 
definition easy to define and to measure, but a successful outcome 
does not guarantee we have achieved intelligence. Similarly, no 
matter how long the law is debated and how carefully its language 
is constructed, there is no guarantee, for all worlds and times, that 
we have achieved justice. 

This brings us back to our earlier statement, where we stated 
that the Turing test transcends science. Let us be clear that we do 
not intend to enter the realm of the supernatural when we say this; 
it is only that in the Knowledge Representation community, it is 
appropriate to think of science in terms of the formal logical 
frameworks articulated, for example, by Kyburg [3]. But consensus 
on what science is has not been achieved there either – there are 
also frameworks going back to Popper and Quine, and many 
variations since. 

8  CONCLUSIONS 
Levesque has given a strong argument regarding perceived 
weaknesses within the Turing test; in particular, he objects to the 
use of “deception” (impersonation) and the free form of the test, 
which allows contestants to dodge meaningful challenges by 
changing the topic, or pretending not to understand. He provides a 
constructive alternative, the Winograd Schema Challenge, which 
forces the computer to give a direct answer. Moreover, once 
constructed, this eliminates the need for human judgment.  
      We counter by saying that this is equivalent to saying there is a 
computer program that can decide whether an entity is intelligent 



or not: a regression or homunculus argument. Alternately, it 
replaces the Turing test, wherein a computer and human “share 
thoughts” in the judgment of another human, with another 
benchmark/milestone to pass. 
       This research was supported by funding from the University of 
Saskatchewan. 
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