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Abstract. We introduce an efficient transfer learning approach for sys-
tem identification. Using recurrent neural networks with factored tensor
components, the dynamics of target systems with few available observa-
tions are identified given multiple well observed source systems by ex-
ploiting the similarity between the source and target systems. The learn-
ing process is divided into two steps. First, the dynamics of the source
systems are learned within a joint model which consists of cross-system
and system specific parameters. Second, the cross-system parameters are
used to initialize the target system model and only its system specific
parameters are learned from few observations. This process completes
within seconds yielding a model with low error. We motivate the prob-
lem setting and our transfer learning approach by real-world industrial
use cases. Then, we formalize the problem, present our proposed model
and three competitor models, discuss theoretical aspects and demon-
strate its effectiveness on the cart-pole and mountain car simulations.
As a result, our approach proves effective and consistently superior to
the competing methods in exploiting cross-system knowledge from and
transferring it to previously unseen systems.

Keywords: transfer learning, recurrent neural networks, factored tensor
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1 Introduction

The dynamics of complex technical systems such as gas or wind turbines can
be approximated by data driven models, e.g. recurrent neural networks (Bailer-
Jones et al., 1998). Such methods have proven successful to be powerful al-
ternatives to analytical models which are not always available or inaccurate
(Schäfer et al., 2007a). Optimizing the parameters of these models requires large
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amounts of operational data. However, data is a scarce resource in many appli-
cations, hence, data efficient procedures utilizing all available data are preferred.
The following real-world scenario serves as a motivating example of the research
presented in this paper.

Consider multiple similar industrial plants, e.g. plants of the same family, that
have been operated and observed for sufficient time such that the recorded data
are a representative sample of their dynamical properties. Then, a model of each
plant can be derived from fitting its parameters to the data which may be utilized
for e.g. condition monitoring or model based control (Schäfer et al., 2007b).
Over time, new instances of this family may be deployed and commissioned,
but observing each new one sufficiently long in order to learn a good model is
inconvenient because the plant would need to be operated using default methods
until enough data have been gathered. Hence, the goal is to learn an accurate
model of a new plant with as little data as possible, i.e. as soon as possible after
commissioning. The fact that prior knowledge of similar plants is available lends
itself to exploiting this knowledge and transferring it to the new plant.

In this paper, we introduce an efficient transfer learning approach based on
recurrent neural networks with factored tensor components. The goal is to iden-
tify a target system based on few observations by exploiting its similarity with
multiple well observed source systems. First, a joint model of the source systems
is trained which encodes cross-system properties and system specific characteris-
tics into disjoint subsets of the model parameters. Second, a model of the target
system is obtained by merely fitting the system specific parameters to the few
data of the target system while the cross-system parameters remain fixed. The
benefits of this approach are manifold. First, once a joint model of the source
systems is learned, knowledge transfer to a target system is fast, i.e. parameter
optimization converges within seconds, whereas learning the parameters of an
RNN from scratch can take many hours or even days. Second, this approach
is data efficient with respect to the number of required target system observa-
tions because the general dynamics of the source systems were identified based
on plenty observations. Third, this method alleviates tedious hyperparameter
tuning, especially for the case of few available target system observations, since
the number of system specific parameters is small and their effect on the overall
model is highly constrained. Fourth, the model complexity of our approach with
respect to a single system is identical to the complexity of the corresponding
simple RNN. Therefore, its evaluation time for a new system is the same.

The paper is structured as follows. Section 2 briefly surveys related work. In
section 3, we formalize the considered transfer learning problem. Section 4 briefly
revises the basics about recurrent neural networks followed by section 5 which
introduces our proposed model (the Factored Tensor Recurrent Neural Network),
two competitor models (the Näıve RNN and RNN+ID) and a standard RNN.
In section 6, we elaborate on our experimental setup using the cart-pole and
mountain car simulations, and present the results comparing the performances
of the considered models. Section 7 concludes the contributions of this paper,
our empirical evaluation, and outlines current and future research directions.
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2 Related Work

The question of how to transfer knowledge among multiple learning tasks has
been brought up already almost two decades ago (Thrun, 1996). An early work
in this direction was based on multi-task learning (Caruana, 1993). Significant
research has been conducted since to explore methods allowing to transfer knowl-
edge in various ways across domains, typically to alleviate the lack of labeled
data in a target domain by exploiting prior knowledge from a relevant source
domain. Pan and Yang (2010) surveyed this field of research by identifying and
formalizing different kinds of approaches and related applications. Among those,
applications with high-dimensional, unstructured data, such as vision, acoustics
or natural language, have attracted much attention in recent years which require
learning good representations of the data for further processing. Often, only rel-
atively few labels are available for a specific task which motivated researchers to
investigate into transfer learning approaches to share representation across mul-
tiple tasks using unsupervised methods, e.g. (Bengio, 2012). Transfer learning
has also been investigated in the context of reinforcement learning and surveyed
by Taylor and Stone (2009) identifying and formalizing various settings and
approaches. To the best of our knowledge, we are the first to explore transfer
learning approaches for system identification tasks using recurrent neural net-
works (RNN) in the context of the above-described problem setting. Our data
is typically relatively low-dimensional and structured, e.g. we observe a system
through sensors each measuring a particular aspect of the system. Hence, we do
not face the kind of representation or feature learning problem as it is common
with natural data. Also, although reinforcement learning is a related task in some
of our applications, in this paper we focus on transferring knowledge among sys-
tems to learn their dynamical properties. The closest related work we could find
is (Doshi-Velez and Konidaris, 2012). However, the authors use Gaussian Pro-
cesses instead of RNNs which are an important aspect of our work in order to
eventually be able to model (real-world) partially observable dynamical systems
along the lines of the Markov Decision Process Extraction Network (Düll et al.,
2010). Recent work of ours has shown promising results towards exploiting the
similarity between an insufficiently and a plentifully observed dynamical system
by pursuing a dual-task learning approach using FTRNNs to compensate for the
lack of information about the first system (Spieckermann et al., 2014a,b).

3 Problem Definition

Let I := {1, 2, 3, ...} denote the set of identifiers for fully observable deterministic
similar dynamical systems, which are observed in fixed time intervals τ , defined
by the tuple (S,A, f) with a state space S, an action space A, and an unknown
state transition function f : I ×S ×A→ S describing the temporal evolution of
S.

A data set D := {(i(j), s(j), a(j), s′(j)) | j ∈ N} of size |D| is drawn i.i.d. from
a probability distribution D. The quadruple (i, s, a, s′) represents an observation
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of system i ∈ I made during a single state transition from state s ∈ S to state
s′ ∈ S caused by the momentum and the effect of action a ∈ A.

Let H ⊆ {h |h : I ×S×A→ S} denote a hypothesis space, i.e. a set of func-
tions that are assumed to approximate the state transition function f . Further,
let h∗ ∈ H be the optimal hypothesis of f within H, i.e. the best approxi-
mation of f within the considered space of hypotheses. Let L : S × S → R≥0
be an error metric between a predicted successor state ŝ′ = h(i, s, a) and the
true successor state s′. The optimal hypothesis h∗ minimizes the expected er-
ror ε(h) := E(i,s,a,s′)∼D[L(h(i, s, a), s′)] where E denotes the expectation oper-
ator, hence, h∗ = arg minh∈H ε(h). Since D is generally unknown, an approx-

imately optimal hypothesis ĥ is determined by minimizing the empirical error
ε̂D(h) := 1

|D|
∑

(i,s,a,s′)∈D L(h(i, s, a), s′) induced by a hypothesis h on a data

set D.

Let Is∪It = I, Is∩It = ∅, |Is| ≥ 2, It 6= ∅, denote two disjoint nonempty sets
of system identifiers with |Dit | � |Dis |, is ∈ Is and it ∈ It. Further, let h∗it be
the optimal hypothesis within H of the dynamics of it. Assuming the amount of
data from system it is insufficient, ĥit is expected to differ significantly from h∗it .
The problem addressed in this paper is to develop and assess methods that yield
a better hypothesis ĥit , learned from the data set Dit , by exploiting auxiliary
information from

⋃
is∈Is Dis , based on which a general model is learned, so that

it suffices to have a small data set Dit in order to adapt the general model to
the peculiarities of system it.

4 Recurrent Neural Networks

Recurrent neural networks (RNN) are powerful models for sequence modeling
tasks. In contrast to feedforward neural networks, RNNs process their input
vectors x1, ..., xT , xt ∈ Rnx (nl denotes the dimensionality of layer l) sequentially
along the time axis thereby taking its sequential structure directly into account.
The input sequence is mapped to a hidden state sequence h1, ..., hT , ht ∈ Rnh ,
from which the output sequence y1, ..., yT , yt ∈ Rny , is computed. Notation is
slightly abused by overloading the variable h to describe the hidden state of an
RNN as well as a hypothesis. A simple RNN is defined for t = 1, ..., T in the
following recursive manner

h0 = hinit (1a)

ht = φh(Whxxt +Whhht−1 + bh) (1b)

yt = φy(Wyhht + by) (1c)

where Wvu ∈ Rnv×nu is the weight matrix from layer u to layer v, bv ∈ Rnv

is the bias vector of layer v and φ(·) is an elementwise nonlinear function, e.g.
tanh(·).
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Fig. 1. A graphical representation of the network architectures of the RNN, RNN+ID
and the FTRNN. The dotted nodes in the graphs indicate identical nodes which are
replicated for convenience. The nodes having the �-symbol in their centers are “multi-
plication nodes”, i.e. the input vectors of the nodes are multiplied component-wise. In
contrast, the standard nodes imply the summation of all input vectors. Bold bordered
nodes indicate the use of a non-identity activation function, e.g. tanh(·).

5 System Identification with Recurrent Neural Networks

In general, the dynamics of a fully observable deterministic dynamical system can
be described by some function st+1 = f(st, at). However, in practice the learning
process of this function often benefits from predicting the sequence of successor
states st+1, ..., st+T given a trajectory of actions at, ..., at+T−1 for T > 1 time
steps instead of predicting only a single step. Each example is then represented
as a tuple (s1, ..., sT+1, a1, ..., aT ). The loss function is typically chosen as the
mean squared error (MSE) between the predicted and the true successor state

sequence, i.e. L(ŝ2, ..., ŝT+1, s2, ..., sT+1) = 1
2

∑T
i=1 ‖si+1 − ŝi+1‖22.

5.1 RNN

In the context of modeling the dynamics of open systems, a recurrent neural
network may be defined by the following equations.

h1 = φh(Whss1 + b1) (2a)

ht+1 = φh(Whaat +Whhht + bh) (2b)

ŝt+1 = φs(Wshht+1 + bs) (2c)

The initial state s1 is mapped into the hidden state space of the RNN by a
linear transformation followed by the nonlinear function φh(·). The state space
of a dynamical system is often real-valued and unbounded, hence, φs(·) becomes
the identity function. Fig. 1(b) depicts a graphical representation of the RNN
architecture.
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5.2 Näıve RNN

The most näıve approach to learn a joint model of multiple dynamical systems
is to combine the data of all systems. This way, the model is forced to gen-
eralize over their different properties. However, since the training examples of
the systems are not distinguished, the model can only learn the average state
transition function which may be vastly suboptimal for rather different systems.
In particular, it is impossible for this type of model to disentangle the cross-
system properties from their individual characteristics. Hence, it is unable to
learn two disjoint sets of parameters to separate common properties from indi-
vidual characteristics such that the knowledge of their common properties can
be transferred to a new system—a property that we desire for our purposes.

The following subsections describe two models which extend this basic RNN
architecture by incorporating structure to jointly learn multiple different systems
and yet be able to encode their differences.

5.3 RNN+ID

One way to provide information that allows the model to distinguish between
the systems is to tag each training example with an identifier i ∈ I corresponding
to the system which generated the data. This tag is provided as an extra input
variable z to the model at each time step encoded as the i-th Euclidean basis
vector ei with dim(ei) = |I|, hence, z ∈ {e1, ..., e|I|}. The resulting RNN is
described by the following equations

h1 = φh(Whss1 + b1) (3a)

ht+1 = φh(Whaat +Whhht +Whzz + bh) (3b)

ŝt+1 = Wshht+1 + bs (3c)

with Whz ∈ Rnh×|I|. It might seem that z is just another input to the network
whose effect is rather black-boxed, but in fact it is not. Computing Whzz is
equivalent to selecting the i-th column of Whz so the extra input vector intro-
duces a separate bias for each system. The cross-system bias bh and the system
specific biases accessed through Whzz can be combined giving

Whzz + bh = [Whze1, ...,Whze|I|]z + [bh, ..., bh]z (4a)

= [Whze1 + bh, ...,Whze|I| + bh]z (4b)

= [b̂hze1, ..., b̂hze|I|]z (4c)

= b̂hzz (4d)

with b̂hz ∈ Rnh×|I|. Hence, the RNN+ID architecture can be simplified yielding
the following equations.

h1 = φh(Whss1 + b1) (5a)

ht+1 = φh(Whaat +Whhht + b̂hzz) (5b)

ŝt+1 = Wshht+1 + bs (5c)
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Figure 1(c) depicts a graphical representation of the RNN+ID architecture.

The system specific biases customize the threshold of each neuron in the
hidden layer of the network, but do not directly modify the linear transforma-
tions that describe the momentum and the external forces of the systems. This
means of encoding the peculiarities of multiple systems within a joint model is
straightforward but seems conceptually suboptimal.

5.4 Factored Tensor RNN

The state transition function of a system is primarily determined by the param-
eter matrices Whh and Wha of an RNN. Thus, it seems natural to learn different
matrices per system instead of allocating a system specific bias. For compact no-
tation, these matrices can be concatenated giving the third-order tensors Whhz

and Whaz. However, learning different matrices per system introduces many ad-
ditional parameters and makes the transformations independent of one another
which harms data-efficiency and, at least in part, ignores our prior assumption
that the systems are similar. In our considered application, it seems likely that
certain transformations share a common overall structure and merely vary in
terms of certain aspects. For instance, consider various oscillating poles with dif-
ferent lengths and/or masses. While their oscillation frequencies differ, the gen-
eral structure of the state transition between subsequently observed time steps is
similar. This property should be reflected by a composite transformation which
consists of shared and system specific parameters such that the system specific
parameters can only induce particular alterations of the overall transformation.
Therefore, we learn a factored representation of the tensor Wvuz ∈ {Whhz,Whaz}
of the form

Wvuzz ≈Wvf diag(Wfzz)Wfu (6)

with Wfu ∈ Rnf×nu , Wvf ∈ Rnv×nf , and Wfz ∈ Rnf×|I|. Consequently, the lin-
ear transformation induced by the matrix Wvuzz is decomposed into two shared
matrices Wvf and Wfu, and a diagonal matrix diag(Wfzz), which consists of the
parameters specific to system i. Learning this factored tensor can be interpreted
as finding the weighted sum of rank one matrices with different weights per sys-
tem, i.e. the outer product of the k-th column of Wvf and the k-th row of Wfu

is weighted by the k-th diagonal entry of Wfzz such that Wvuz is best approx-
imated. After learning the joint model parameters for multiple source systems,
only the weights need to be optimized using the target system data. Since they
are only few in number and their effect is highly constrained within the overall
model, only few observations are required to obtain accurate model of the target
system.
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Using the above-described approach, the Factored Tensor Recurrent Neural
Network (FTRNN) is defined by the equations

h1 = φh(Whss1 + b1) (7a)

ht+1 = φh(Whfa diag(Wfazz)Wfaaat +

Whfh diag(Wfhzz)Wfhhht + bh)

(7b)

ŝt+1 = Wshht+1 + bs. (7c)

Fig. 1(d) depicts a graphical representation of the FTRNN architecture. There,
we substitute the diagonal matrix vector product by the component-wise vec-
tor product according to the identity diag(x)y ≡ x� y. Evaluating the FTRNN
model for a particular system is equivalent to its corresponding standard RNN
because the expression Wvf diag(Wfzz)Wfu can be expanded prior to evalua-
tion. Thus, the FTRNN and the standard RNN are topologically identical at the
time of evaluation.

An RNN architecture with factored tensors was also used by Sutskever et al.
(2011) for character-level language modeling where each slice of the diagonal core
tensor was associated with a different character in the alphabet. In addition,
Taylor and Hinton (2009) modeled image sequences of different motion styles
using Factored Conditional Restricted Boltzmann Machines. While the idea of
factored tensor model parameters is not new by itself, we are—to the best of our
knowledge—the first to consider its utility in a transfer learning setting.

6 Experiments

We evaluated our models using two standard simulations: the frictionless cart-
pole simulation (Sutton and Barto, 1998; Florian, 2007) and the mountain car
simulation (Sutton and Barto, 1998) both modified from their originals to sup-
port continuous actions. For each simulation, we configured five different in-
stances denoted by Is = {1, 2, 3, 4, 5} and various other instances It whose prop-
erties were adjusted at random according to some distribution. We observed
each system under a random policy to obtain data for training and evaluation.
In order to decorrelate the examples of the training, validation and generaliza-
tion data sets, we followed the block validation method discussed in (Düll et al.,
2012). Let Di,T denote the set of training examples, let Di,V be the validation set
and Di,G be the generalization set for system i ∈ Is∪ It such that Dit,T � Dis,T

and Dit,V � Dis,V for is ∈ Is and it ∈ It. Each example was represented as a
tuple (i, s1, ..., sT+1, a1, ..., aT ).

We used the following protocol for all benchmarks:

1. We trained simple RNN models for all source systems with different data set
sizes to roughly determine the amount of training examples needed to learn
good and poor models of the state transition function.

2. We chose data set sizes according to the results of the previous step and
trained the Näıve RNN, RNN+ID and FTRNN models on the concatenated
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training sets of all source systems from plenty data until the validation error
evaluated on the concatenated validation sets stopped improving for at least
50 parameter updates. In addition, we trained simple RNN models for all
target systems from few data using their corresponding data sets until the
validation error stopped improving for at least 50 parameter updates. We
repeated this process five times in total, each time with a fresh random
initialization of the model parameters. Among the five runs, we picked the
best set of parameters according to the validation set error.

3. For the RNN+ID and FTRNN architecture, we transferred the cross-system
parameters to the target system model and initialized its system specific
parameters as the average of the system specific parameters of the source
systems’ model. Then, only the system specific parameters of the target sys-
tem model were fitted to the corresponding small-sized training data set until
the validation error stopped improving for at least 50 parameter updates.
The cross-system parameters were considered constant with respect to the
optimization objective. In practice, only a few updates were required until
convergence was reached. We repeated this step for all target systems.

4. Finally, we evaluated the error of the RNN, Näıve RNN, RNN+ID and
FTRNN models on the generalization data sets of the target systems. For
the RNN+ID and FTRNN models, we used the system specific parameters
of the respective target system model that we obtained in the previous step.

All experiments were implemented using Theano (Bergstra et al., 2010). The
models were trained using Hessian-Free optimization with structural damping
(Martens and Sutskever, 2011, 2012). We chose the structural damping coeffi-
cient µsd = 0.1 and the initial Levenberg-Marquardt coefficient λLM = 1.0. The
gradient of the optimization objective with respect to the parameters was com-
puted using 10 000) selected at random without replacement from the training
set. During the conjugate gradient (CG) iterations, we used 5000 samples from
the training data set selected at random without replacement. We let CG run for
at most 150 iterations per update in the cart-pole experiments and for at most 50
iterations per update in the mountain car experiments. Further, we set a limit of
10 000 parameter updates. We did not exhaustively cross-validate these hyperpa-
rameters, but found them to work well based on testing a few different settings.
While RNNs are known to be difficult to train due to the vanishing/exploding
gradient problem (e.g. Bengio et al. (1994); Pascanu et al. (2013)), especially
when there are long-term dependencies, we did not encounter any such prob-
lems due to Hessian-Free optimization and relatively short unfolded networks.

6.1 Cart-Poles

The cart-pole simulation consists of a cart, which moves on a one-dimensional
track, and a pole hinged to the cart. The learning objective defined in (Sutton
and Barto, 1998) is to balance the pole by applying a force to the cart. The state
description consists of the tuple (x, ẋ, α, α̇) being the position x ∈ [−2.4, 2.4]
and velocity ẋ ∈ R of the cart as well as the angle α ∈ (−180◦, 180◦] and
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angular velocity α̇ ∈ R of the pole. We converted the state space to the tuple
(x, ẋ, cos(α), sin(α), α̇) to obtain a more appropriate representation for learning.
The action space consists of the force a ∈ [−1, 1] applied to the cart.

A cart-pole was observed every τ = 0.02 s for sequences of 500 actions
(a1, ..., a500) computed by the equations

a0 = 0 (8a)

ãt ∼ U(−1, 1) (8b)

at = max(−1,min(1, at−1 + ãt)). (8c)

After every 500 steps, the simulation was reset to its initial state. We ob-
served different cart-poles whose configurations varied in terms of the pole length
lpole and pole mass mpole. We configured each cart-pole is ∈ Is by setting
lpole ∈ {0.5, 0.6, 0.7, 0.8, 0.9} and mpole = 0.1lpole, and created data sets of size
|Dis,T| = 10 000, |Dis,V| = 5000 and |Dis,G| = 100 000. Further, we created vari-
ous other cart-pole configurations it ∈ It by sampling lpole ∼ U(0.3, 1.1). The cor-
responding data sets were sized |Dit,T| = 156, |Dit,V| = 78 and |Dit,G| = 100 000.
The RNNs were configured as follows: nh = nfh = 20, nfa = 1, T = 10.

Fig. 2(a) shows the similarity of the cart-poles denoted by Is by evaluating
every RNN model on every cart-pole configuration in Is. Fig. 2(b) depicts the
MSE divided by the number of state components and the number of predicted
time steps against the different cart-pole configurations for our considered mod-
els.

The experiments show that the FTRNN was able to successfully learn a joint
model of the five different cart-pole configurations denoted by Is such that an
accurate target system model could be learned from only 156 training examples
by transferring the cross-system parameters of the source system model to the
target system model. In comparison with the Näıve RNN and RNN+ID model,
the FTRNN performed best by a significant margin followed by the RNN+ID
and the Näıve RNN. This order of the model performances was consistent in
the interpolation range lpole ∈ [0.5, 0.9] as well as the tested extrapolation
range lpole ∈ [0.3, 0.5) ∪ (0.9, 1.1]. Learning an RNN model from only 156
training examples of a single target system was insufficient in order to learn the
parameters of a system specific model.

6.2 Mountain Cars

The mountain car simulation consists of an underpowered car initially located
in a valley. The learning objective defined in (Sutton and Barto, 1998) is to
drive the car up the hill. Since the car is underpowered, it must gain momentum
in order to reach its goal position. The state description consists of the tuple
(x, ẋ), being the position x ∈ [−1.2, 0.6] and velocity ẋ ∈ [−0.07, 0.07] of the car.
The action space consists of the acceleration a ∈ {−1, 0, 1} of the car which we
altered to be continuous-valued, i.e. a ∈ [−1, 1], to make the simulation more
realistic.
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(ĥ

)
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Fig. 2. Results of the cart-pole experiments. The plots show the mean squared error,
evaluated on the generalization data sets sized 100 000, divided by the number of state
components and the number of predicted time steps. (a) compares the similarity of the
source systems by evaluating an RNN model learned from 10 000 training examples of
cart-pole x and evaluates the model on cart-pole y using the corresponding generaliza-
tion data set. (b) compares the error of the different models for various target systems
using 156 training examples to learn the system specific parameters of the FTRNN
and RNN+ID and all parameters of the RNN. The dotted vertical lines indicate the
source system configurations used to learn the cross-system parameters of the FTRNN
and RNN+ID as well as the parameters of the Näıve RNN.

A mountain car was observed for sequences of 500 actions (a1, ..., a500) com-
puted by the equations

a0 = 0 (9a)

ãt ∼ U(−1, 1) (9b)

at = max(−1,min(1, at−1 + ãt)). (9c)

After every 500 steps, the simulation was reset to its initial state. We observed
different mountain cars whose configurations varied in terms of the gravity g.
We configured each mountain car is ∈ Is by setting g ∈ {0.0010, 0.0015, 0.0020,
0.0025, 0.0030} and created data sets of size |Dis,T| = 10 000, |Dis,V| = 5000 and
|Dis,G| = 100 000. Further, we created various other mountain car configurations
it ∈ It by sampling g ∼ U(0.0005, 0.005). The corresponding data sets were sized
|Dit,T| = 156, |Dit,V| = 78 and |Dit,G| = 100 000. The RNNs were configured as
follows: nh = 10, nfh = nfa = 3, T = 10.

Fig. 3(a) shows the similarity of the five mountain cars denoted by Is by
evaluating every RNN model on every mountain car configuration in Is. Fig. 3(b)
depicts the performance of our considered models plotting the MSE divided by
the number of state components and the number of predicted time steps against
the different mountain car configurations.
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Fig. 3. Results of the mountain car experiments. The plots show the mean squared
error, evaluated on the generalization data set sized 100 000, divided by the number of
state components and the number of predicted time steps. (a) compares the similarity of
the source systems by evaluating an RNN model learned from 10 000 training examples
of mountain car x and evaluates the model on mountain car y using the corresponding
generalization data set. (b) compares the error of the different models for various
target systems using 156 training examples to learn the system specific parameters of
the FTRNN and RNN+ID and all parameters of the RNN. The dotted vertical lines
indicate the source system configurations used to learn the cross-system parameters of
the FTRNN and RNN+ID as well as the parameters of the Näıve RNN.

The mountain car experiments support the results of the cart-pole exper-
iments. Again, the FTRNN performed best by a significant margin followed
by the RNN+ID. The Näıve RNN yielded the largest error among the consid-
ered models. This order of the model performances was consistent in the in-
terpolation range g ∈ [0.001, 0.003] as well as the tested extrapolation range
g ∈ [0.0005, 0.001) ∪ (0.003, 0.005]. The error of a simple target system RNN
model using 156 training examples was large and erratic across the set of target
systems. Thus, it did not suffice to use few training examples of each target
system to learn an accurate model.

6.3 Training Time

Besides the ability to exploit prior knowledge in order to decrease the model error
despite only few available observations of a target system, our proposed transfer
learning approach speeds up the training process dramatically. To demonstrate
this additional benefit, we compared the training time of a simple RNN model
given sufficient data with the time it takes to train the system specific parame-
ters of the FTRNN model given few data. Fig. 4 visualizes the training times for
the cart-pole and mountain car simulations. As a result, the FTRNN was not
only able to successfully transfer knowledge from a set of relevant source systems



Multi-System Identification for Efficient Knowledge Transfer with FTRNNs 13

101 102 103 104 105 106

FTRNN (MC)

RNN (MC)

FTRNN (CP)

RNN (CP)

Training time (seconds)

Fig. 4. Training times of the RNN and the FTRNN for the cart-pole and mountain
car simulations. The RNN was trained with 10 000 training examples from a random
parameter initialization. In contrast, the FTRNN had been pre-trained on the source
systems and afterwards only the system specific parameters, initialized as the average
of the system specific parameters of the source systems, were learned from the small
number of training data of a particular target system. Exploiting prior knowledge from
the source systems yielded a speed-up of approximately 25 000× for the cart-pole and
more than 5000× for the mountain car models.

to an insufficiently observed target system, but it was also able to achieve high
model accuracy within a small fraction of the time needed to train a comparable
RNN model given sufficient training data. The speed-up for the cart-pole sim-
ulation was approximately 25 000× and more than 5000× for the mountain car
simulation. Thus, after a joint model of a set of source systems had been learned,
it was possible to adapt the model to a target system virtually instantaneously.

7 Conclusion

We presented the Factored Tensor Recurrent Neural Network (FTRNN) model
which enables efficient knowledge transfer in system identification tasks to learn
the state transition function of a target system from few available observations
given multiple well observed similar source systems. Besides the advantage of
obtaining an accurate model despite few data, learning a target system model
converges within seconds whereas, in contrast, learning an independent model
from scratch, given enough data, often takes many hours or even days. In ad-
dition, hyperparameter tuning is significantly reduced despite few data because
the ratio between the amount of training data and the number of adaptive pa-
rameters is reasonable. Last, evaluation of the FTRNN and a standard RNN
have identical complexity because the factored weight matrix per system can be
expanded prior to evaluation.

To demonstrate the effectiveness of our proposed method, we conducted ex-
periments using the well known cart-pole and mountain car simulations. We
compared the FTRNN model with two more plain approaches to this problem—
the Näıve RNN and the RNN+ID model. The first is a standard RNN which
learns the state transition function of multiple systems from a concatenated data
set. The second is a simple RNN with an extra “one-hot” input vector tagging a
provided example with the corresponding system ID. We argued with theoretical
grounds that this means of adapting the model to the peculiarities of individual
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systems seems conceptually inferior. The experiments supported our arguments
empirically. We observed a consistent superiority of the FTRNN over both the
RNN+ID and the Näıve RNN on both simulation. To the best of our knowl-
edge, we are the first to suggest a recurrent neural network with factored tensor
components in a transfer learning setting.

Current and future work includes analyzing the effectiveness of the FTRNN
for noisy and/or non-identity observation functions as well as adapting the
method for partially observable systems so that we can eventually apply it to
real systems such as gas or wind turbines.
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