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Abstract. Although dataset shift is normally assumed to occur between the train-
ing context and the deployment context, it can also be found within a large train-
ing dataset. In this paper we address the problem of detecting dataset shift with
the Subgroup Discovery scheme. Instead of treating the training data as a single
context or a set of fixed sub-contexts, we use Subgroup Discovery to locate sub-
contexts with both large coverage and significant dataset shifts. Models can then
be trained specifically for these sub-contexts and deployed to the corresponding
testing data. We also propose a variation of Subgroup Discovery, called Model-
Based Subgroup Discovery, to detect a richer form of dataset shifts effectively.

1 Introduction

Dataset shift [1, 2] is a common issue when applying models from the training con-
text to the deployment context. Such shifts generally bring in statistical deviations and
hence affect the model’s performance. To detect dataset shift when it occurs is therefore
important to achieve better performance.

Although dataset shift is normally assumed to occur between the training context
and the deployment context, it can also be found within a large training dataset. Since
dataset shifts are essentially caused by a changed distribution of attributes, they can
be easily observed by fixing the value of some other attributes. Then different models
can be trained specifically under these sub-contexts and aggregated in the deployment
context to get a better performance [3].

However, existing approaches generally construct these sub-contexts exhaustively
(e.g. by enumerate all the possible attribute values). Such strategies are usually expen-
sive as they increase the number of models to be trained dramatically. Also, as a smaller
amount of data is fed to each model, it might further cause unnecessary over-fitting
within the sub-contexts.

Therefore, in this paper we address the problem of detecting dataset shifts in the
(training) dataset with a data mining approach, the Subgroup Discovery scheme. The
general aim is to discover sub-contexts that have not only a significant dataset shift but
also a large coverage. This will help us to locate sub-contexts that are most valuable
to train models with, and hence to save the time for training and further increase the
performance.
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In addition to describing how existing Subgroup Discovery approaches can be ap-
plied to detect covariate shift and prior probability shift, we also propose a novel ap-
proach, called the Model-Based Subgroup Discovery (MBSD), to capture a richer form
of dataset shifts effectively.

This paper is organised as follows. Section 2 introduces Subgroup Discovery, and
Section 3 shows how traditional Subgroup Discovery approaches can be used to detect
dataset shifts. The Model-Based Subgroup Discovery scheme is introduced in Section 4
together with how MBSD can support the detection of a richer form of dataset shifts.
Section 5 describes some initial experiments on an activities of daily life (ADL) dataset.
Finally, Section 6 summarises the main conclusions of the paper and points out a few
further research directions.

2 Subgroup Discovery

Subgroup Discovery (SD) [4–7] is a data mining technique that learns rules to describe
patterns in a given dataset. Since the evaluation of subgroups is driven by some at-
tribute(s) called the target variable(s), it can be seen as a descriptive model which is
learnt in a supervised way. However, SD differs from predictive modelling as in SD
we are not aiming to predict the target variable(s), but to discovery some interesting
patterns with respect to it. Therefore, the definition of an interesting pattern needs to be
given. In existing literature, an interesting pattern often refers to a different class dis-
tribution (for binary/nominal target variable), or in general to an unusual statistic (for
binary/nominal/numerical target variable). On the other hand, because such patterns of-
ten have a small coverage, some literature also define SD as a model to find patterns
that have both large coverage and unusual statistic.

Mathematically, suppose the dataset contains N instances and M attributes. Tradi-
tional SD assumes that one from the M attributes is selected as the target variable, the
corresponding attribute of the i-th instance is denoted as yi ∈ R, the domain of this
attribute is denoted as Y = {yi}N

i=1. The remaining M−1 attributes are used as the de-
scription attributes, denoted as di ∈ RM−1, the domain of these attributes is denoted as
D = {di}N

i=1.
A subgroup is denoted as a function g : D→{0,1}. Hence g(di) = 1 means that the

i-th instance is covered by this subgroup and vice versa. We use G = {i : g(di) = 1}
to denote the set of instances covered by the subgroup g. The set of all subgroups is
denoted D.

The task of (top q) subgroup discovery can be defined as follows: given a set of
candidate subgroups G ⊆ D, and a quality measure φ : D→ R, to find a set of q sub-
groups Gq = {g1, ...,gq} ⊆G, so that φ(g1)≥ φ(g2)≥ ...≥ φ(gq), and ∀gi ∈Gq,∀g j ∈
G\Gq : φ(gi)≥ φ(g j).

3 Dataset Shift Detection with Subgroup Discovery

In this section we will give a brief introduction about how traditional Subgroup Discov-
ery can be applied to detect covariate shift and prior probability shift. As both covariate
shift and prior probability shift are essentially shifts of the distribution of attributes, the
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detection of both kinds of shift can be seen as the same. Therefore, whether the task
is to detect covariate shift or prior probability shift is determined by whether the target
attribute is the input/output of the predictive model.

3.1 Quality Measures

As traditional Subgroup Discovery assumes that the target variable is a single attribute,
high dimensional covariate shift hence is not supported by traditional approaches. The
quality measures can then be selected according to the type of the singe selected target
attribute. For illustrative purposes, here we give three quality measures for each kind of
attribute type.

If the target variable is binary, or the user is interested in the dataset shift of a
particular value of a nominal attribute, the quality measure Weighted Relative Accuracy
(WRAcc) [6] can be adopted:

φWRAcc(g,v) =
|G|
N
· (∑i∈G I(yi = v)

|G|
− ∑

N
i=1 I(yi = v)

N
) (1)

Where v ∈ {0,1} if y is binary, and v ∈ {v1, ...,vc} if y is a nominal attribute with c
values.

When the target attribute is a nominal attribute with values {v1, ...,vc}, another sce-
nario is that the general dataset shift of the target attribute is of interest, instead of a
particular attribute value. For this case, the quality measure Multi-class Weighted Rel-
ative Accuracy (MWRAcc) [8] can be used as a multi-class generalisation of WRAcc:

φMWRAcc(g) =
1
c

c

∑
j=1

∣∣φWRAcc(g,v j)
∣∣ (2)

Finally, if the target attribute is a numeric attribute, the quality measure Continuous
Weighted Relative Accuracy (CWRAcc) [9] can be used:

φCWRAcc(g) =
|G|
N
· (∑i∈G yi

|G|
− ∑

N
i=1 yi

N
) (3)

3.2 An Example of Detecting Dataset Shift in a Smart House

In this section we will use a simple example to illustrate how MBSD can be used to
detect dataset shift in smart homes.

We select the power consumption record of a particular house from the 3e-HOUSES
project (www.3ehouses.eu). As the recognition of daily life activities (ADLs) is one of
major applications in smart houses [10], the power consumption of the TV in the house
can be a possible input to a model for the recognition of watching TV. An example of
the power consumption of TV is given in Table 1.

Intuitively, there can be dataset shifts observed with the attribute State if we con-
struct contexts by fixing the value of the attribute Time. Assume this is considered at
an hour level, then there will be 24 possible sub-contexts. As mentioned previously,
by setting these sub-contexts exhaustively, each sub-context only receives 1/24 of the
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.
Table 1: A example data table of the electricity consumption of TV in a smart house.

Time State Electricity consumption

14:20:30 ON 40
14:21:00 ON 39
14:21:30 OFF 0
... ... ...
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Fig. 1: The probability of the TV is ON within the 24 hour of the day.

training data. Additionally, 24 models have to be trained, disregarding there might be
some time slots very similar to each other, as shown in Figure 1.

Therefore, here we can use SD to find a group of time slots as the sub-context,
instead of enumerating all the possible 24 hours. The subgroup and the complement of
subgroup found with the highest quality measure WRAcc is given in Table 2, together
with the probability of the TV is ON within each of them. As the table shows, now
instead of 24 sub-contexts, we have only two sub-contexts with more significant dataset
shifts.

.
Table 2: The subgroup and complement of subgroup found with the highest quality.

Hour of the day P(State = ON)

Subgroup 0 to 8, 19 to 23 0.5601
Complement 9 to 18 0.3319
Population 0.4556

4 Dataset Shift Detection with Model-Based Subgroup Discovery

As mentioned above, there are mainly two limitations when using existing SD ap-
proaches to detect dataset shifts. The first is that the target variables have to be a single
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attribute. The second is that traditional approaches do not support the detection of con-
cept drift, which is of great importance to improve the model’s performance.

In this section we will introduce a new variation of the Subgroup Discovery scheme,
called Model-Based Subgroup Discovery, to solve these two limitations effectively.

4.1 Model-Based Subgroup Discovery

Traditional Subgroup Discovery approaches use the contingency table (empirical distri-
bution) of the target variable to evaluate the quality of subgroups. Good subgroups have
a target variable distribution that is significantly different from the population and/or
its complement. As the information encoded by an empirical distribution is limited,
Exceptional Model Mining [11, 12] was introduced as an extension of SD to capture
a richer form of statistical deviations. In Exceptional Model Mining a global model is
fitted to the whole dataset and a local model is fitted to each candidate subgroup, after
which the parameters of the local models are compared to the parameters of the global
model to evaluate the quality of subgroups.

Instead of looking at the parameters between different models, Model-Based Sub-
group Discovery (MBSD) checks the likelihood of the data given a single model. Al-
though the general idea, capturing statistical deviations with models, is similar to Ex-
ceptional Model Mining, in MBSD only a global model is fitted to the dataset to predict
a given target variable. Then the subgroups are evaluated by the difference of the like-
lihood of the trained model in the subgroup and in the whole dataset. One advantage
of this approach is to reduce the total number of trained models, and thus to improve
the overall efficiency of the data mining process. This is important for models like deep
neural networks [13], which require a long training period.

4.2 MBSD for Covariate Shift Detection

To detect covariate shift with MBSD, a global model class is required for the target
attributes. In this paper we assume the covariates, denoted as xi ∈RK , to be multivariate
Gaussian distributed. The domain of these attributes is denoted as X = {xi}N

i=1. The
global K-dimensional mean vector is denoted as µ , and the global K×K covariance
matrix is represented by σ .

With respect to the quality measure, the Weighted Relative Log-likelihood (WRL-
Lik) is defined as:

φWRLLik(g) =
|G|
N
· (∑i∈G lnP(xi | µ,σ)

|G|
− ∑

N
i=1 lnP(xi | µ,σ)

N
) (4)

The reason for using log-likelihood that the log-likelihood of each instance can be
summed to get the log-likelihood of a group of instances. This means once the global
model is trained, the calculation of the likelihood of each instance is then one-off, this
reduces the time consumption of the method. On the other hand, this quality measure
can also be generalised to any model class with a likelihood function, which increase
its capacity for future applications.
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4.3 MBSD for Concept Drift Detection

Different from the detection of covariate shift, a model class is not required to detect
concept drift with MBSD. The solution proposed here is to instead look at the joint
distribution of the ground truth together with the prediction from the global model.

Therefore, the methods we proposed for concept drift detection in this paper can
be categorised according to the tasks of machine learning: classification and regression.
As in previous sections, we still use X = {xi}N

i=1 to represent the covariate, Y= {yi}N
i=1

is used to denote the target attribute. Ŷ= {ŷi}N
i=1 represents the prediction made by the

global model.
When the task belongs to classification (e.g. y is binary/nominal), zi = (ŷi,yi) rep-

resents the prediction together with the ground truth, and Z = Ŷ×Y. Assume v∈Z, the
quality measure WRAcc can be used again for detecting (classification) concept drift
with a particular prediction:

φWRAcc(g,v) =
|G|
N
· (∑i∈G I(zi = v)

|G|
− ∑

N
i=1 I(zi = v)

N
) (5)

Hence MWRAcc can be further adopted to detect the general concept drift:

φMWRAcc(g) =
1
|Z|

|Z|

∑
i=1
|φWRAcc(g,vi)| (6)

If regression models are used, the target variable of MBSD can be set as the abso-
lute error of the prediction zi = ŷi− yi. The quality measure Weighed Relative Mean
Absolute Error is defined as:

φWRMAE(g) =
|G|
N
· (∑i∈G zi

|G|
− ∑

N
i=1 zi

N
) (7)

In general, WRMAE can be seen as an extension of CWRAcc, more quality mea-
sures can be generalised by altering the target variable z, such as the squared error.

5 An Example of Detecting Dataset Shift with Chest-Mounted
Accelerometers

In this section we investigate whether the dataset shifts detected by MBSD can help
improve a model’s performance. The problem we consider here is to recognise activities
of daily life (ADLs) from a chest-mounted accelerometer [14]. Such applications have
been growing rapidly during the last several years as it builds a connection between
wearable devices and health-care.

The dataset is available from the UCI repository. It contains the chest-mounted ac-
celerometer readings (3-axis, denoted as X/Y/Z axis) from 15 users, labelled with 7
activities:

1. Working at computer
2. Standing up, walking and going up(down) stairs
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3. Standing
4. Walking
5. Going up(down) stairs
6. Walking and Talking with someone
7. Talking while standing

For activity recognition, it is well-known that accelerometers can give uncalibrated
readings which can affect the recognition performance. Therefore, existing methods
generally extract features (e.g. frequency components) that tend to be invariant to dif-
ferent accelerometers.

In this experiment we treat such bias as covariate shifts and use MBSD to detect
them. We use the data from first 14 users (accelerometers) as training data and the
data from the last user as testing data. With the exhaustive approach, we can train a
different model for each accelerometer in the training data. Then we can select the
model for the testing accelerometer by selecting the its most similar accelerometer in
the training data. However, as illustrated in the previous section, there might also be
some accelerometers are similar to each other in the training data, to train a different
model for each accelerometer might not be a effective approach.

With MBSD, we can again detect a group of accelerometers with a significant
dataset shift, which can be then used for model training and comparison to the test-
ing data. A (3D) multivariate Gaussian distribution is fitted to the training data, and
subgroups (described by the index of users) are discovered with the quality measure
φWRLLik. For instance, Fig 2 shows the 2D distribution of X-Y axes, Y-Z axes and X-
Z axes for the best subgroup and the population respectively. It can be observed that,
although the mean for each axes pair doesn’t shift a lot, the covariance changes signifi-
cantly from the population to the subgroup.

Subgroup, X-Y axes, Mu = [1946.8165,2367.2547]
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Subgroup, Y-Z axes, Mu = [2367.2547,1999.4898]
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Subgroup, X-Z axes, Mu = [1946.8165,1999.4898]
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Population, X-Y axes, Mu = [1982.0252,2374.125]
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Population, Y-Z axes, Mu = [2374.125,1968.2258]
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Population, X-Z axes, Mu = [1982.0252,1968.2258]
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Fig. 2: The 2D distribution of X-Y axes, Y-Z axes and X-Z axes of the best subgroup
(top) and the population(bottom).
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To see whether the subgroups can be further taken to improve the model’s per-
formance, the following experiment is performed. The baseline approach fits a single
multivariate Gaussian distribution to the 3-axes for each activity. The exhaustive ap-
proach fits a multivariate Gaussian to each user in the training data together with each
activity. The MBSD approach fits totally two multivariate Gaussian distributions, one
for best subgroup and one for the population, with respect to each activity. During the
test, the exhaustive model will assign a particular model according to a maximum like-
lihood estimation of the users in the training data (e.g. the most similar accelerometer),
and MBSD model will assign either the subgroup model or the population model ac-
cording to the likelihood as well. The experiment is performed with leave-one-user-out
cross-validation (14 users in the training data and 1 user in the test data), the per-fold
accuracy (averaged over all activities) for the 3 approaches is given in Fig 3.

Test fold index
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Fig. 3: Averaged accuracy over all the activities for the base, exhaustive, and MBSD
approach with a 15-fold cross validation. The X-axis is the index of the test fold. The
mean accuracy is 0.1700 for the base model, 0.2916 for the exhaustive model, and
0.2826 for the MBSD model.

As illustrated by the figure, both exhaustive approach and MBSD approach gener-
ally outperform the base model. Although in general the accuracy of the prediction is
low (less than 30%) for all the three approaches, it is due to a simple model (multi-
variate Gaussian generative model) without feature extraction. We can see that such a
model is very sensitive to dataset shift: for some points the exhaustive model gets a high
accuracy, but it can also get a performance much lower than the base line. The reason
behind this is that the exhaustive approach selects the most similar training data to the
test data, which tends to over-fit the prediction with the limited training data. On the
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other hand, although the MBSD approach doesn’t give higher individual performance,
the general accuracy is only slightly lower than the exhaustive approach. In contrast, for
MBSD there are only 2 models instead of 14 models in the exhaustive approach. This
result will be of greater importance when the dataset contains many attributes, where
the dataset shift cannot be exhaustively listed and modelled by selecting every value of
a single attribute.

6 Conclusion and Further Work

This paper investigates how Subgroup Discovery can be performed for dataset shift
detection. While existing methods are introduced, a novel approach MBSD is also pro-
posed to support high dimensional covariate shift detection and concept drift detection.
The experiment initially shows that subgroups found by MBSD can potentially contain
dataset shift and can hence be used to improve model performance.

Since in this paper the experiments are only initially performed with two datasets
and the task is only set to detect covariate shift and prior probability shift (only the
quality measures are defined for concept drift detection), the first further work is hence
to test the proposed methods with more datasets and to also include the detection of
concept drift.

As in the current stage we only use the subgroup with the highest quality as the
sub-context for model training, another research direction is then to support detecting
multiple sub-contexts at the same moment.

The third further research direction is to investigate approaches that can automati-
cally build mixture models on top of subgroups, since to improve the model’s perfor-
mance is one of the most important tasks of dataset shift detection.
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