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Abstract

The objective of Native Language Identification is to determine the native language of the author of a text that he or she wrote
in another language. By contrast, Language Variety Identification aims at classifying texts representing different varieties of a
single language. We postulate that both tasks may be reduced to a single objective, which is to identify the language variety of
the text. We design a general approach that combines string kernels and word embeddings, which capture different characteristics
of texts. The results of our experiments show that the approach achieves excellent results on both tasks, without any task-specific
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1. Introduction

The task of Native Language Identification (NLI) is to determine the native language of the author of a text that
he or she wrote in another language; for example, deciding whether an English essay was written by a Chinese or
German student. By contrast, Language Variety Identification (LVI) aims at classifying texts of different varieties of
a single language; for example, distinguishing between American and British English. These two tasks are related to
author profiling1, which identifies the linguistic profile of an author on the basis of his writing style, and determines
author’s traits such as gender, age, personality, or in this case native language and language variety.

NLI and LVI, despite the Internet destroyed frontiers and borders among regions or traits, are still attractive tasks
to industry representatives and particularly helpful for author profiling segmentation — specially in social media. For
example, when a new product is released, identifying the geographical distribution and nationality of opinion authors
may help to improve marketing campaigns. The two tasks are also important for forensic linguistics. Given a threat,
knowing the possible cultural idiosyncrasies of its author may help to better understand who could have written that
message. Finally, NLI could be also relevant in Education to provide targeted feedback to language learners.
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Fig. 1. The language of the author is reflected in the language of the text, regardless of whether the two languages are considered to be the same or
different.

The goal of this paper is to investigate the following insight. Although the two tasks have been considered sepa-
rately, and generally investigated by different researchers, they share a common objective. In both tasks, the input is
a text written in language L, which is known. In the LVI task, we want to determine the language variety Li, where
Li ∈ L. In the NLI task, we are interested in the author’s native language X, where X � L. However, we could assume
that the way that native speakers of X write texts in L constitutes a particular variety Lx of L, where Lx ∈ L. In this
way, we reduce both tasks to the identification of the language variety of L. Figure 1 shows an example of how the
author’s native language may affect the resulting text.

In this paper, we test our hypothesis by designing an approach intended to work on both tasks without any task-
specific adaptations. The approach combines two distinct methods, word embeddings and string kernels, which
capture different aspects of the texts. Although these methods have been applied by previous work to either of
the tasks, this work is, to the best of our knowledge, the first to apply string kernels to LVI, and word embeddings to
NLI. We evaluate the methods on several datasets (TOEFL11, ICLE, DSL 2.0, DSL 3.0, and HispaBlogs), including
the data from the respective shared tasks. Our experiments show that string kernels work very well on the LVI task,
and that their combination with embeddings obtains excellent results on all datasets. We interpret this as empirical
evidence for the close relationship between the two tasks.

2. Related Work

The NLI task was introduced by Koppel et al. 2 , who employed features such as character and part-of-speech (PoS)
n-grams, as well as spelling and grammatical errors. Tetreault et al. 3 used an ensemble of models based on features
such as character, word and PoS n-grams, as well as spelling errors and function word counts. The NLI Shared
Task4 allowed different systems to be directly compared for the first time. The best performing system5 used lexical
and PoS n-grams with Support Vector Machines (SVM). One of the submitted systems, based on string kernels, was
subsequently refined to establish state of the art on several corpora6. A recent study of the cross-corpora effects
by Malmasi and Dras 7 demonstrates the existence of corpora-independent language transfer features.

The LVI task has attracted much interest in the last few years. Character n-grams and other features have been
employed to identify varieties of Portuguese in news texts8, Arabic in blogs and forums9, and Spanish in tweets10.

http://crossmark.crossref.org/dialog/?doi=10.1016/j.procs.2017.08.068&domain=pdf
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Franco-Salvador et al. 11 proposed to use word embeddings to classify varieties of Spanish from blogs. Also in the
Spanish blogs domain, Rangel et al. 12 employed a low dimensional model based on text statistics. The Shared Task
on Discriminating between Similar Languages (DSL) set the objective of classifying texts representing several sets
of closely related languages and language varieties13,14. The best performing system of the 2015 edition15 used an
ensemble of models based on word and character n-grams. Interestingly, existing works on that shared task pointed out
that methods excelling in NLI are also suitable for LVI16,17. We should note that string kernels have been successfully
applied in the 2016 and 2017 editions of that shared task to Arabic dialect identification18,19, which has a similar
objective to that of language variety identification and can be also performed identifying the author’s native language.

3. Methods

String kernels and word embeddings have been shown to achieve high accuracy on the NLI and LVI tasks, respec-
tively. In this section we briefly describe the two approaches, as well as the methods of combining them.

3.1. String Kernels

String Kernels (SK) are functions that measure the similarity of string pairs at lexical level. They have been
successfully employed in generic text categorization20, authorship attribution21, and NLI6.

In this paper, we follow the formulation and implementation of Ionescu et al. 6 22. A simple measure of the sim-
ilarity of two strings s and t is the number of shared substrings of length p. The general form of a p-grams kernel
is:

kp(s, t) =
∑
v∈Lp

f (numv(s), numv(t)), (1)

where numv(s) is the number of occurrences of string v as a substring of s over an alphabet L. Three variants of the
kernel differ in the definition of the function f (x, y):

1. f (x, y) = x·y in the p-spectrum kernel;

2. f (x, y) = sgn(x)·sgn(y) in the p-grams presence bits kernel, where sgn is the sign function;

3. f (x, y) = min(x, y) in the p-grams intersection bits kernel.

The kernels combine different n-gram sizes (p = [5, 8]), and are normalized using the following formula:

k̂(s, t) =
k(s, t)

√
k(s, s) · k(t, t)

(2)

We perform the classification with Kernel Discriminant Analysis23 24, which returns the eigenvector matrix U. We
compute the feature matrices Y = KU and Yt = KtU, where K and Kt are the training and test instance kernels. For
each class c, we create the prototype Yc as the average of all vectors of Y that correspond to the instances of class c.
Finally, we classify each test instance by identifying the class of the prototype with the lowest mean squared error
between Yt(i) and Yc, which can be converted to a probability value as shown in Bishop 25, (p. 140).

3.2. Word Embeddings

Word Embeddings (WE) are real-valued low dimensional vector representations of words, which capture semantic
relationships between words26. They have been successfully employed in tasks such as polarity categorization27 and
word and relational similarity28.

We follow the work and parametrization of Franco-Salvador et al. 11 who address the LVI task by generating word
embeddings using the continuous Skip-gram model and the negative sampling29 of the TensorFlow library30. We
use 300-dimensional vectors, context window of size 10, and 20 negative words for each sample. Our preprocessing
consists of tokenization, word lowercasing, and removing tokens of length one (mostly punctuation symbols).

4 Franco-Salvador et al. / Procedia Computer Science 00 (2017) 000–000

We investigate two methods of deriving an embedding �e of a document or instance d: (i) by averaging all word
embeddings �wi ∈ d, and (ii) via Sentence Vectors (SenVec)27, which represent the entire sentence, and are derived
using Skip-gram architecture. The former employs a fixed size window to determine the context (surrounding words)
of the words in d, while the latter uses all the words of d as context to train the vector representing its content. We
also consider two different classifiers for both methods: logistic regression and Support Vector Machines (SVM).

3.3. Classifier Combination

We investigate various methods of combining string kernels and word embeddings. We consider the conditional
probabilities returned by the SK and WE classifiers as the x and y scores, and combine them using the following
methods:

1. linear interpolation: α · x + (1 − α) · y;

2. logarithmic interpolation: xα · y1−α;

3. ranking interpolation31: α · rank(x) + (1 − α) · rank(y);

4. meta-learning: our fourth combination consists of an SVM model derived by performing a 10-fold cross-
validation over the training set, which combines all the class probabilities. We test three different SVM kernels
(linear, Gaussian, and polynomial), and tune parameters using Bayesian optimizations32 via Spearmint33.

4. Evaluation

In this section we evaluate the proposed approaches on the NLI and LVI tasks.

4.1. Datasets

The NLI task is represented by two datasets (see Table 1), which contain essays written by English language
students. TOEFL1134 (henceforth referred to as TOEFL) is the official dataset of the NLI Shared Task4. It contains
English essays representing 11 native languages: Arabic, Chinese, French, German, Hindi, Italian, Japanese, Korean,
Spanish, Telugu, and Turkish. ICLE35 is a normalized version of a corpus that has been used for the NLI research in
the past3. It contains English essays written by Bulgarian, Chinese, Czech, French, Japanese, Russian, and Spanish
natives. Since it lacks a test set, we follow previous work by performing 5-fold cross validation instead.

The LVI task is represented by three datasets. DSLCC 2.0 and 3.036 (henceforth referred to as DSL2 and DSL3)
are the official datasets of the DSL 2015 and 2016 Shared Tasks14,37, respectively. They contain short newspaper texts
that represent several sets of closely related languages and language varieties. Concretely, DSL2 contains: Bulgarian,
Macedonian, Serbian, Croatian, Bosnian, Czech, Slovak, Argentinian Spanish, Peninsular Spanish, Brazilian Por-
tuguese, European Portuguese, Malay, Indonesian and a group containing texts written in a set of other languages. The
DSL3 dataset contains: Bosnian, Croatian, Serbian, Malay, Indonesian, Brazilian Portuguese, European Portuguese,
Canadian French, European French (from France), European Spanish, Mexican, and Argentinian. HispaBlogs (HB)
is a collection of blogs from different Spanish-speaking countries11: Spain, Mexico, Chile, Peru, and Argentina. Each
blog contains approximately 10 posts. As this dataset is fully focused on social media texts, in this work we omit the
DSL3 social media test set.

4.2. Development Experiments

During development, we experimented with the aforementioned variants of the SK and WE approaches, as well as
with the four different combination methods. On the datasets that lack separate development partitions, we tuned the
parameters with 10-fold cross-validation over the training set.

The results of the development experiments demonstrated several trends (see Table 2). The p-grams presence
kernel slightly outperformed the intersection kernel in most cases, with the p-spectrum kernel a distant third. The
WE model based on averaging all word embeddings was marginally superior to the SenVec model in all cases. For
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Task NLI LVI
Dataset TOEFL ICLE DSL2 DSL3 HB

|L| 11 7 14 12 5
Train 9900 770 252k 216k 2250
Dev 1100 - 28k 24k -
Test 1100 - 14k 12k 1000
avg. length 243 689 37 43 3168

Table 1. Datasets used in this study, with the number of languages, the number of instances, and the average instance length in words.

Task NLI LVI
Dataset TOEFL ICLE DSL2 DSL3 HB

SK (p-spectrum) 83.5 85.7 94.5 86.8 74.3
SK (intersection) 85.4 89.1 94.6 86.9 75.9
SK (presence) 86.4 89.2 94.6 87.2 76.1

WE (Logistic) 65.6 59.4 93.5 84.1 73.8
WE (SVM) 60.9 59.0 93.1 83.9 73.6
SenVec (Logistic) 64.1 58.6 91.2 82.7 71.5
SenVec (SVM) 55.3 58.6 91.1 82.4 70.9

Linear inter. 87.4 90.6 94.8 87.4 78.3
Log inter. 87.5 90.1 94.7 87.3 77.9
Rank inter. 86.4 89.2 94.6 87.2 73.8
Meta-learning 87.3 90.3 94.6 87.2 78.0

Table 2. Classification accuracy (in %) on the development partitions. We show the classifier combination of the best performing kernel and
embedding-based methods: WE (Logistic) and SK (presence). For each dataset, the best results of each type of approach are highlighted in bold.

classification, logistic regression worked better than SVM. Simple linear interpolation was marginally better than log-
arithmic interpolation, while ranking interpolation performed poorly overall. Finally, meta-learning failed to improve
on the interpolation methods, even with polynomial or Gaussian kernels. We note that the three meta-learning kernels
obtained very similar results. Therefore, we only include the results obtained with the linear kernel in Table 2.

We note that the DSL datasets include two types of language pairs. The first type are closely related languages,
such as Czech vs. Slovak, which have distinct written standards. The second type are different national variants of
so-called pluricentric languages, such as Argentinian vs. European Spanish, which largely follow the same standard.
The accuracy of our combined model is in the range of 99-100% accuracy on the first type, as opposed to 75-92% on
the second type. We conclude that only the latter should be considered within the LVI task, while the former belong to
the well-studied Language Identification (LI) task38. Nevertheless, we follow previous work in reporting the average
accuracy on the entire DSLCC datasets.

4.3. Results

We selected three of our models for the final testing: the averaging word embedding model with logistic regression;
the presence bits string kernel; and the combination model based on linear interpolation.

The final results are shown in Table 3. The baseline is the classical bag-of-words (BOW) approach with 10,000
most frequent words represented as binary features, which is implemented as an SVM model with a linear kernel.
We compare to the best performing systems on the respective shared tasks: Jarvis et al. 5 for TOEFL, who use word
and PoS n-grams with SVM; Malmasi and Dras 15 for DSL2, who use an ensemble of models based on word and
character n-grams; and Çöltekin and Rama 39 for DSL3, who use character n-grams with SVM. The ICLE results are
from Tetreault et al. 3 , who use an ensemble of models based on features such as character, word and PoS n-grams,
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Task NLI LVI
Dataset TOEFL ICLE DSL2 DSL3 HB

Baseline 60.1 78.2 90.3 81.9 52.7
String Kernels 82.8 89.2 94.4 88.2 74.9
Word Embed. 66.1 59.4 92.1 85.3 72.2
Combination 83.8 90.6 94.7 88.3 76.7
Previous work 83.6 90.1 95.5 89.4 71.1

Table 3. Classification accuracy (in %) on the test partitions. The best results for each dataset are highlighted in bold.

as well as spelling errors and function word counts. For HispaBlogs, we report the results of the model proposed by
Rangel et al. 12 .

4.4. Discussion

The results confirm that string kernels have the potential to achieve state-of-the-art results on the NLI task. Ionescu
et al. 6 report the accuracy in the range of 77.5–85.3% on TOEFL, and 82.3–91.3% on ICLE, depending on the
parameter settings. We found that string kernels excel on the LVI task as well. They substantially outperform the best
published results on HispaBlogs, and are only about 1% below the best systems in the DSL Shared Tasks.

String kernels are effective on both identification tasks thanks to capturing the lexical peculiarities of a given
language variety. For example, the Spanish word coger “to take” is used frequently in European news, but not in Latin
America, where it has acquired a taboo meaning. The occurrence of this word, which fits within an eight character
n-gram, is a strong clue for the SK classifier.

Word embeddings work well on the LVI task. On HispaBlogs, our result is better than the result of Rangel et al. 12 .
However, their performance is poor on the NLI task, especially on ICLE, This is likely due to the small size of the
dataset, which causes the continuous Skip-gram model to generate non-representative embeddings. Conversely, the
considerable WE improvement over the baseline on HispaBlogs may be attributed to the average instance length
(Table 1). Another reason may be the frequency of named entities, which we estimate at 5–7% of the tokens in the
essays on general topics that make up TOEFL and ICLE vs. 11-12% in the LVI datasets.

In general, the WE approach is less effective than SK at leveraging individual “give-away” word tokens like coger,
because the contribution of a single word vector may be insufficient for the correct classification of the instance.
On the other hand, the method has the potential to take into account the frequencies of words. For example, a high
frequency of the English pronoun he in TOEFL essays is more indicative of the Turkish than Arabic native speakers.

Our combination of SK and WE improves over either of the individual models on all five datasets, and achieves
accuracy that is comparable to the best reported results on all datasets. Although the interpolation coefficients tend to
favour the SK component, the WE component consistently contributes to error rate reduction, even when it performs
much worse on its own. Specifically, SK has the following percentages of contribution: 94.2% (TOEFL), 95.5%
(ICLE), 91.6% (DSL2), 48.5% (DSL3), and 60.0% (HB).

The two DSL Shared Task datasets stand out in Table 3 as the only ones where the results of the combination
approach fails to substantially improve over SK alone and reach the best reported results. A likely explanation is that
the size of the n-grams, which is fixed at [5, 8] in our implementation, is too large for the DSL data. As pointed out by
Franco-Salvador et al. 40 , the DSL training and test instances may overlap with respect to the text authors, resulting
in over-fitting to match a particular author’s writing style. In fact, shorter n-grams have been shown to better capture
stylistic aspects of text for the purpose of authorship attribution41. By contrast, the combination method yields a
considerable improvement on HispaBlogs, where the instances are on averge two orders of magnitude longer than in
the DSL datasets, and each instance corresponds to a different writer.
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5. Conclusion

We have proposed a novel approach that combines string kernels and word embeddings. Experiments on five
datasets show that the approach achieves results that are close to the state of the art on both the NLI and LVI tasks.
We interpret this as empirical evidence for our hypothesis concerning the similarity of the two identification tasks.

We hypothesise that our approach may be similarly effective on other author profiling tasks that can be framed as
the identification of a particular language variety (e.g., gender identification), as opposed to other text classification
tasks (e.g., topic classification, sentiment analysis). This is beyond the scope of this paper, and will remain a conjecture
until experimental evidence can be provided.
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13. Zampieri, M., Tan, L., Ljubešić, N., Tiedemann, J.. A report on the DSL Shared Task 2014. In: Proceedings of the COLING First Joint
Workshop on Applying NLP Tools to Similar Languages, Varieties and Dialects (VarDial). Dublin, Ireland; 2014, p. 58–67.
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9. Sadat, F., Kazemi, F., Farzindar, A.. Automatic identification of arabic language varieties and dialects in social media. In: In Proceeding
of the 1st. International Workshop on Social Media Retrieval and Analysis SoMeRa. 2014, .
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