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Universidad Politécnica de Valencia, Spain
{areyes,dbuscaldi,prosso}@dsic.upv.es

Abstract. Humour is one of the most amazing characteristics that de-
fines us as human beings and social entities. Its study supposes a deep
insight into several areas such as linguistics, psychology or philosophy.
From the Natural Language Processing (NLP) perspective, recent re-
searches have shown that humour can be automatically generated and
recognized with some success. In this work we present a study carried
out on a collection of English texts in order to investigate whether or not
semantic and morphosyntactic ambiguities may be employed as features
in the automatic humour recognition task. The results we have obtained
show that it is possible to discriminate humorous from non humorous
sentences through features like perplexity or sense dispersion.

1 Introduction

Humour is one of the most amazing characteristics that defines us as human
beings and social entities. Most people reacts to an amusing stimulus with hu-
mour, regardless of their cultural differences, beliefs or social status. However,
this stimulus which makes people laugh is an ethereal object that can hardly
be generalized for everybody. Cognitive aspects as well as cultural knowledge,
for instance, are some of the huge and complex aspects that must be analysed
in order to get some explanations about how humour works and what makes us
laugh. Despite the huge effort that the study of humour implies, many disciplines
such as philosophy, psychology or linguistics have attempted to know its basic
features in order to explain it through different methodologies. A good recent
example of this kind of efforts is Attardo’s work (1994, 2001), which tries to
characterize humour by means of linguistic patterns. On the basis of linguistic
layers, specially semantic and pragmatic ones, Attardo tries to explain verbal
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humour1 as a phenomenon that supposes some elements or knowledge resources
such as language, narrative strategies, target, situation, logical mechanism and
opposition, which combined may, with some probability, produce humour2.

From a psychological perspective, the research performed by Willibald Ruch
(2001) has shown how humour appreciation is linked to the personality and
how this feature has an important weight which directly affects the kind of
stimulus that produces humour. On the technological viewpoint, humour has
gained increasing importance in the recent years. Researchers working in areas
like computational linguistics, artificial intelligence or NLP have tried to analyse
what kind of features are related to humour and how to understand and simulate
them in order to automatically generate and recognize it. These tasks imply a
serious challenge: it is not matter of knowing the linguistic information about
words, but going beyond it and being able to identify, through their senses and
internal and external referents, the mood of a person, her/his way of thinking
or, as in our case, if s/he is expressing humour.

Some research works about the computational processing of humour have
shown that it may automatically be generated and recognized with success: Bin-
sted (1996); Stock and Strapparava (2005); Mihalcea and Strapparava (2006a,
2006b); Mihalcea (2007); Mihalcea and Pulman (2007); Sjöbergh and Araki
(2007); Buscaldi and Rosso (2007). Therefore, on the basis of some assumptions
and results derived from these works, we analyse how semantic and morphosyn-
tactic information could provide valuable features to recognize humour.

The rest of the paper is organized as follows. Section 2 describes the state
of the art of computational humour. Section 3 underlines the importance of the
ambiguity in humour and presents our assumptions on the role of morphosyn-
tactic and semantic ambiguity and the aim of our research. Section 4 describes
the data sets and all the experiments we carried out. In Sect. 5 we discuss the
results obtained and the implications they suggest. Finally, in Sect. 6, we draw
some conclusions and address further work.

2 Computational Humour

As noted by Buscaldi and Rosso (2007), “the nature of humour is elusive, it is
expressed in many different forms and styles” and is, in almost all senses, sub-
jective. This assertion is not surprising, after all, humour is a characteristic as
complex as the human behaviour. Therefore, properties such as the previous ones
turn humour in a fuzzy attribute that can hardly be addressed by computational
systems. However, recent approaches from the NLP area have shown that it is
possible to find some patterns which define data as humorous. Through machine
learning techniques, Mihalcea and Strapparava (2006a, 2006b); Mihalcea (2007);

1 Verbal humour refers to the kind of humour that is generated by linguistic strategies,
i.e., by language.

2 On the subject, cf. Attardo’s research work about the General Theory of Verbal
Humour, and that one performed by Raskin (1985) about the Semantic Script Theory
of Humour.
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Mihalcea and Pulman (2007); Sjöbergh and Araki (2007) and Buscaldi and Rosso
(2007), have demonstrated how some features have been employed to differen-
tiate between humorous and non humorous sentences in order to automatically
generate and recognize humour. Both in Automatic Humour Recognition (AHR)
and Automatic Humour Generation (AHG) subareas, the results obtained show
that it is feasible to implement computational models to solve the problem of the
automatic humour processing. For instance, in AHG the research has focused on
the study of specific features that could be handled by a computer in order to
simulate them and generate a humorous output. A sample about the generated
outputs is the sentence (a) (Binsted, 1996):

(a) What do you use to talk to an elephant? An elly-phone.

In this sentence we can see how structural features, codified through linguis-
tic information, are used to automatically generate a humorous effect. Analysing
the sentence (a), it can be noted that elly-phone has a phonological similarity
with telephone. Moreover, elly-phone is related, phonologically and “semanti-
cally”, to the word which gives its right meaning: elephant. This kind of funny
question answering structure, named punning riddles, uses information like the
one pointed out above in order to produce an amusing sentence. Binsted (1996)
and Binsted and Ritchie (1997, 2001) found out that features such as the one
above may be simulated by rules to automatically generate sentences like (b):

(b) What do you call a depressed engine? A low-comotive.

Another sample about the features that can be identified to represent humor-
ous data appears in the research carried out by Stock and Strapparava (2005).
They have shown how to generate humour combining words into existing tem-
plates exploiting incongruity theories. An example about the results of their
investigation is the new funny sense for the acronym MIT (Massachusetts Insti-
tute of Technology) which appears in (c):

(c) Mythical Institute of Theology

In AHR the research works described in Mihalcea and Strapparava (2006a,
2006b); Mihalcea and Pulman (2007); Mihalcea (2007); Sjöbergh and Araki
(2007) and Buscaldi and Rosso (2007), have focused on the analysis of some
particular humorous structures: one-liners (OLs), in order to find out what fea-
tures could define this kind of humour. The sentence (d) is an example of an OL
extracted from Mihalcea and Strapparava (2006b):

(d) Infants don’t enjoy infancy like adults do adultery.

Despite the fact that such OLs are short sentences with a very simple syn-
tactic structure (Mihalcea, 2007; Mihalcea and Strapparava, 2006a, 2006b), its
analysis supposes to learn more complex features in order to automatically rec-
ognize whether an input is humorous or not. As can be noted, the sentence (d)
contains phonological information which helps to produce a humorous effect, but
this is not everything. There is also a pun that plays an oppositional role between
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the meaning of the words. Together, they produce an amusing result. In their
research work, Mihalcea and Strapparava described how they identified features
that define a corpus of OLs and how, once learned, they are used to differentiate
between OLs and proverbs or news. For instance, such features are: alliteration,
antonymy and adult slang. Moreover, they found some semantic spaces that are
potentials triggers of humour like: human centric vocabulary (e), negative orien-
tation (f) or professional communities (g) (Mihalcea and Strapparava, 2006b):

(e) Of all the things I lost, I miss my mind the most.

(f) Money can’t buy your friends, but you do get a better class of enemy.

(g) It was so cold last winter that I saw a lawyer with his hands in his own
pockets.

According to Mihalcea and Strapparava’s results (2006a, 2006b), irony, incon-
gruity, idiomatic expressions, common sense knowledge and ambiguity, are some
of the paths where it is possible to find new features for characterizing the hu-
mour produced by the OLs. This has been verified by the work of Sjöbergh and
Araki (2007), whose aim was to recognize humour through the identification of
syntactic and semantic features. Some of the ones they have detected are: sim-
ilarity, style, idiomatic expressions and ambiguity. The research carried out by
Buscaldi and Rosso (2007) has also pointed in that direction. Their goal was to
study whether or not humorous quotes may be separated from non humorous
ones through a set of features such as n-grams, sentence length or bag of words.
They carried out some experiments on a corpus of Italian quotations3 and their
results showed how, employing features such as bag of words or sentence length,
it was possible to discriminate humorous from non humorous sentences.

3 Ambiguity

Most of the works related to humour stress the importance of ambiguity in the
production of the humorous effect. However, ambiguity has been one of the most
difficult topics in NLP research. The results obtained are important for tasks such
as POS tagging or parsing. But the question is: how to translate this knowledge
for computational humour purposes, if humorous ambiguity covers a wide range
of phenomena that, most times, goes beyond the word or the sentence? For
instance, let us consider the sentence (h):

(h) Jesus saves, and at today’s prices, that’s a miracle!

There is no ambiguity at phonological, morphological or syntactic level. Hu-
mour is produced in the semantic and pragmatic level. The ambiguity relies on
a sense dispersion combined with cultural facts which cause that the figure of

3 This corpus is available for the AHR research community and can be downloaded
from http://www.dsic.upv.es/grupos/nle/downloads.html.
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the sentence: Jesus saves, becomes the ground4, shifting the profiled sense of
the sentence. This new profiling of roles generates ambiguity and, consequently,
an humorous result. In other words, this sentence has two readings: the first one
is related to the figure and logical sense about preserving someone from harm
or loss. The second one shifts this reading from the logical sense related to a
religious meaning to a ground sense related to economy. This sense is promoved
as figure and the meaning of the entire sentence becomes funny. This kind of
strategies, according to Mihalcea and Strapparava (2006b), leads surprise and
create the humorous effect. Thus, our aim in this work is to study the ambiguity
of a corpus of OLs in order to find out how, from different linguistic layers, we
can tackle this problem for the AHR purposes.

3.1 Structural Ambiguity

As noted above, according to the results obtained by Mihalcea and Strappa-
rava (2006b), the OLs, besides having a simple syntactic structure, use some
predictable features such as rhetoric devices in order to get humorous effects.
On the basis of these results, we aim at investigating how valuable information
could be extracted from a measure such as perplexity which, according to Ju-
rafsky and Martin (2007), “given two probabilistic models, the better model is
the one that has tighter fit to the test data”. Therefore, because the humour
exploits a characteristic such as ambiguity for generating the humorous effect,
our hypothesis is that OLs maximize this characteristic profiling some kind of
structural ambiguity, which may be codified by a dispersion in the number of
combinations among the words which constitute them. This behaviour functions
as a trigger of potential humorous situations and should appear in a lower de-
gree with negative examples. Thus, measuring the OLs perplexity with respect
to a Language Model (LM), we expect to find some clues which indicate that
there is ambiguity in a structural level. In Sect. 4.2 we show the results of the
experiments we carried out in order to investigate whether perplexity may be
considered a discriminative feature for AHR or not.

3.2 Morphosyntactic Ambiguity

In several research works it has been pointed out that ambiguity covers all lin-
guistic levels: from morphological up to discursive level (Mihalcea and Strappar-
ava, 2006b; Sjöbergh and Araki, 2007). Therefore, we also considered important
the study of the impact that morphosyntactic ambiguity may have on AHR.
On this subject, we think that the number of POS tags which a word can have
within a sentence, may be an evidence about the different morphosyntactic func-
tions that this word could play: thus, the hypothesis is that the morphosyntactic
ambiguity could be useful for identifying potential humorous situations. More-
over, according to Sjöbergh and Araki (2007), it is known that “ambiguity is not
only caused by word senses”, phonological similarity or by their morphosyntactic
4 cf. Langacker (1991) for a detailed explanation about the concepts employed in the

Cognitive Grammar.
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tags. Therefore, to supplement the morphosyntactic analysis, we aim at measur-
ing, in terms of a syntactic parsing, how complex a sentence is. In Sect. 4.3,
we investigate the issue about morphosyntactic tags and, in Sect. 4.4, we study
whether or not information about sentence complexity could be useful in AHR.

3.3 Semantic Ambiguity

Ambiguity is closely related to the different meanings that a word, phrase or
sentence may produce. As we already mentioned, in sentence (h) the trigger
that enables the humorous sense is linked to semantic and pragmatic referents.
This represents a great challenge for the NLP research. On this subject, both
semantic and pragmatic levels constitute an important source of triggers of am-
biguity and, thus, we aim at studying how to obtain valuable information from
these layers. In Sect. 4.5 we study whether a simple feature such as the num-
ber of senses contained in the OLs, with respect to negative examples, could be
important in order to represent the ambiguity of the data and to characterize
humorous information. We also aim at investigating a more complex feature from
the semantic layer: in Sect. 4.6 we analyse the sense dispersion. That is, we think
that a factor that may cause humour is related to the ground sense of a word.
If the ground sense is profiled, then the logical sense is broken and humour is
produced. Therefore, we defined a measure based on the hypernym distance be-
tween synsets, calculated with respect to the WordNet ontology (Miller, 1995),
in order to estimate the sense dispersion.

4 Experiments

We performed five kinds of experiments with respect to the study of the am-
biguity in order to find out which features are the most important to identify
potential humorous situations. The aspects we analysed were: Perplexity (PPL);
POS tags; Sentence Complexity (SC); Mean of Senses and Sense Dispersion.

In the following subsections we describe the corpus we used for our experi-
ments and the results obtained in each of them.

4.1 Corpus

Our data is divided in two sets. The positive set is the corpus of English OLs
collected by Mihalcea and Strapparava. This corpus has 16,000 OLs automat-
ically extracted from the web (Mihalcea and Strapparava, 2006a, 2006b). The
negative examples were extracted from the English version of the Leipzig Cor-
pus (LC) (Quasthoff, Richter and Biemann, 2006). This corpus is composed by
one million of sentences extracted from the Associated Press, Financial Times,
Wall Street Journal and OTS News. This corpus was randomly undersampled
to 16,000 sentences.
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4.2 Perplexity

In order to estimate the PPL we divided our positive and negative examples in
two subsets: the training subset with 12,000 sentences and the test subset with
4,000. Using the SRILM Toolkit (Stolcke, 2002) we generated two LMs, one
for each sample (positive and negative). Every LM was composed by trigrams
and, to address the “poor estimates that are due to variability” (Jurafsky and
Martin, 2007), we used interpolation and Kneser-Ney discount as smoothing.
We obtained 2,628 trigrams for the positive sample and 2,053 for the negative
one. The process performed to estimate the PPL was to compare the positive
test subset against the negative LM and, the negative test subset, against the
positive LM. The PPL we obtained appear in Table 1.

Table 1. Perplexity for OLs and LC

Positive LM Negative LM

PPL 1071,64 886,46
OOVs 35,934 66,910

As can be noted in this table, the sample whose PPL is higher is the positive
one. This means that, given two different schemas of distribution, the struc-
tures which have a broader range of combinations are the OLs. This measure
shows how, according to our initial assumption, the structure in the OLs are less
predictable and, probabilistically, more ambiguous. Moreover, if we take into
account the Out Of the Vocabulary words (OOVs), we will see how the number
of OOVs is higher in the negative examples: almost the double than the positive
ones. Therefore, based on this difference, we would expect a higher PPL in the
LC, situation that does not occur. We think that this is a hint that indicates
how the OLs are intrinsically more difficult to be classified.

4.3 POS Tagging

In order to investigate whether or not morphosyntactic ambiguity could pro-
vide useful information to recognize a humorous sentence, we carried out an
experiment to know if the number of POS tags that a word could have within
a sentence could be a feature to characterize the morphosyntactic ambiguity
of our sets. The process we performed was to label both positive and negative
sets using the TreeTagger software (Schmid, 1995). The only requirement was
to label the sets with a threshold of probability of (0,3) in order to get all the
possible tags that a word could have. The number of tokens for both sets are:
171,327 for the positive set and 228,522 for the negative one. The total tags that
could be assigned to every token is shown in Table 2.

We can see in this table how, considering the number of tokens per set, the
OLs have a wider range of possibilities to be tagged. This information strength-
ens the previous behaviour that the OLs follow a pattern of ambiguity in order
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Table 2. Number of tags for OLs and LC

Tags Positive Set Negative Set

2 13,926 13,450
3 1,679 1,427
4 142 65
5 35 4
6 1 0

to produce humour. Thus, based on the information of this table, we can con-
sider that, given a word wi from the OLs set, there is more ambiguity in the
morphosyntactic functions that a word can play (due to the fact that wi may
be noun, verb, adjective, etc., with higher probability than a word wj from the
LC). Therefore, this behaviour may be a feature that generates ambiguity and,
consequently, a potential humorous situation.

4.4 Sentence Complexity

With this experiment we tried to know whether or not a measure such as SC
which, according to Basili and Zanzotto (2002), “captures aspects like average
number of syntactic dependencies”, could be a feature to characterize the syntac-
tic ambiguity. The underlying aim of the experiment was to know how complex
the syntactic structures are in the OLs. The experiment was ran on all positive
and negative sets. The software we used to generate the syntactic trees was the
Chaos Parser of Basili and Zanzotto (2002). The SC was calculated according
to the following formula:

SC =
∑

VL, NL∑
Cl

(1)

where VL and NL are the number of verbal and nominal links respectively,
divided by the number of clauses (Cl).

The SC we obtained was (0,99) for the positive set and (2,02) for the negative
one. This result indicates that there is not enough ambiguity in the syntactic
structure of the OLs. Therefore, this information is not useful for the purpose
of discriminating the positive from the negative samples.

4.5 Mean of Senses

The last two experiments are focused on the semantic layer. We aim at finding
out how semantic information could provide good patterns for identifying the
triggers of the ambiguous situations. As noted in Subsect. 3.3, it is important
to find more complex features in order to characterize humorous data. The first
experiment measures the number of senses for both positive and negative sets for
the following morphosyntactic categories: noun (N), adjective (ADJ) and adverb
(ADV). Then, we searched in WordNet (Miller, 1995) all the senses for each one
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Table 3. Number of words per category

Category Positive Set Negative Set

N 3,466 3,300
ADJ 926 1,172
ADV 265 349

of these words. The total number of words per category is shown in Table 3. The
mean of senses per word, according to its category, appears in Table 4.

As can be noted in Table 4, the words of the OLs, except for the ADJ category,
seem to be more ambiguous due to the range of senses that they have. However,
from a statistical viewpoint, the difference is not so significant. Thus, to be
sure about this behaviour, we carried out another experiment whose goal was to
analyse the dispersion of these senses calculating the distance among the senses
of a word and their hypernyms.

Table 4. Mean of senses per category

Category Positive Set Negative Set

N 1,409 1,224
ADJ 1,169 1,169
ADV 1,104 1,051

4.6 Sense Dispersion

In order to know how much dispersed the senses of both positive and negative
sets are, we measured the length among the synsets of each noun and their first
common hypernym. For instance, the noun killer has four synsets5. Taking only
into account the synsets s0 and s1 we obtain as first common hypernym physical
entity. The number of nodes to reach this hypernym is 6 and 2, respectively.
Thus, the dispersion of killer is the sum of those distances divided by 2. Now,
considering all its synsets, we obtain six possible combinations whose distance
among them and their first common hypernym generates a dispersion of 6,83.
The formula we employed in order to obtain this distance appears in (2):

δ(ws) =
1

P (|S|, 2)

∑

si,sj∈S

d(si, sj) (2)

where S is the set of synsets (s0, ..., sn) for the word w; P(n,k) is the number of
permutations of n objects in k slots; and d(si, sj) is the length of the hypernym
path between synsets (si, sj) according to WordNet. The underlying assumption
of this experiment is that a humorous effect can be produced by words that have
very different meanings. For instance, let us examine the following header: The
5 cf. WordNet v. 3.0.
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assembly passed and sent to the senate a bill requiring dog owners in New York
City to clean up after their dogs, in penalty of $100 fine. The bill also applies
to Buffalo. The ambiguity of “Buffalo”, that can be a city or a bison, is key to
produce the humorous effect. However, if Buffalo’s ambiguity was only related to
two different types of bison, or two cities, the ambiguous effect would disappear.
Therefore, we think that the degree of ambiguity is key to the humorous effect. A
word with senses that differ significantly between them is more likely to be used
to create humour than a word with senses that differ slightly. The dispersion
measure we introduced is a way to quantify the difference between the senses of
a word. The formula in (3) shows how the total dispersion per word is calculated:

δTOT =
∑

ws∈W

δ(ws) (3)

where W is the set of nouns in the collection N . Finally, we estimated the
average dispersion per word as: δW = δT OT

|W | ; whereas the one per sentence as:
δN = δT OT

|Ns| ; being Ns the set of sentences of the collection. The results related
to these average dispersions appear in Table 5.

Table 5. Dispersion per word

Positive Set Negative Set

δW 7,63 6,94

δN 1,85 2,25

In the following Sect. we analyse all the results obtained.

5 Discussion

According to Mihalcea and Strapparava (2006a, 2006b) and Sjöberg and Araki
(2007), ambiguity is one of the sources which potentially produces humour.
Therefore, we performed some experiments whose final goal was to analyse
whether it could be possible to find some features in order to characterize the
humour of the OLs taking into account linguistic information. On the basis of
these premises, the results of each experiment suggest the following inferences.

The perplexity reported in Table 1 indicates that words of the OLs have a
wider range of combination. That is, in terms of language models, it is more
probable to predict the word w+1 given a word w which belongs to the negative
examples (i.e., non OLs). This information points out a minor predictability
in the positive set. Thus, on the basis of this fact, we think that this kind of
dispersion is a focus of ambiguity that may produce humour.

The results of the POS tagging experiment have shown how the words of the
positive set have a bigger probability to play different morphosyntactic functions.
In Table 2 it can be noted how this dispersion, that we assume as ambiguity, is
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greater when a tag was assigned to a positive word than when it was assigned
to a negative one. On the basis of this behaviour, we may infer that, given an
isolated word wi, the probability to be assigned to various categories can break
a logical meaning producing ambiguity and, therefore, a humorous effects.

Our third experiment aimed at verifying whether the syntactic structure could
provide useful information about the impact of the syntax on the humorous pro-
cess. The results we obtained suggest that the sentences of LC are syntactically
more complex than the OLs. This behaviour supports what Mihalcea and Strap-
parava (2006a, 2006b) have pointed out about the simple syntactic information
of the OLs, and rejects our hypothesis about the SC as a feature to characterize
the syntactic ambiguity. Therefore, on the basis of this result, we can consider
that the ambiguity does not appear from a syntactic viewpoint because the OLs
are well formed structures that exploit other kind of strategies, (for instance,
semantic and pragmatic information) in order to produce humour.

The impact of the semantic information as a trigger to generate humour seems
to be more relevant. According to the experiments of Subsect. 4.5 and 4.6, there
are more elements that strengthen the assumption about that humour is pro-
duced employing semantic information that generates ambiguity. As can be noted
in Table 4, the mean of senses for the OLs is a clue about the greater ambiguity
in the ground meanings that the words of the positive set profile. This assump-
tion is supported by the information given in Table 5, where it is shown, by one
side, how the sense dispersion per word marks the difference between both sets
of data and, by the other, the sense dispersion per sentence confirms the results
obtained for SC. If SC is lower in the OLs corpus, it means that the ambiguity
that produces the humorous meaning is not at syntactic level but at semantic
and/or pragmatic level. On the basis of these results, we may infer that the use
of the semantic strategies is relevant in the generation of hollows of ambiguity
that contribute to produce the humorous meaning.

6 Conclusions and Further Work

In this paper we investigated one of the most important sources that generates
humorous situations: ambiguity. We analysed, from different linguistic layers,
whether the information that we obtained studying the ambiguity could be taken
into account as a set of features to automatically recognize humour or not. Some
of the results obtained confirmed our initial assumptions about the usefulness
of this kind of information to characterize humorous examples, especially with
respect to measures such as perplexity, mean of senses and sense dispersion. As
final remark, we can say that the OLs contain elements that could potentially
be considered as triggers of humour, i.e., the OLs are ambiguous but, according
to our results, not from a syntactic viewpoint. This behaviour could be due to
the fact that the OLs are syntactically well formed structures which exploit am-
biguous referents related to words and not to the whole sentence. Summarizing,
although the preliminary findings are interesting, they must be further tested
with a classifier. We also plan, as further work, to integrate these features in a
mixture model in order to identify their relevance in the AHR task.
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